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Notation
Here we report all the notations used throughout this document in appearance order.
π

multiprocessor platform .

πi

i-th processor in π.

m

Number of processors in the platform.

si

speed of processor πi .
P
πi ∈π si .

Sπ
sπ
τ
τk
n

maxπi ∈π si .
Task set.

k-th task ∈ τ .

Number of tasks in the task set.

Jkj

j-th job of task τk .

Ck

Worst-case computation time of τk .

Dk

Relative deadline of τk .

Tk

Period or minimum inter-arrival time of τk .

H

Hyper-period of task set τ .

rk

Release time of task τk .

rkj
fkj
djk

Release time of job Jkj .
Finishing time of job Jkj .
Absolute deadline of job Jkj .

Sk

minJ j ∈τ (djk − fkj ), ie. minimum slack of τk .

Rk

maxJ j ∈τ (fkj − rkj ), ie. response time of τk .

∆k

min(Dk , Tk ).

Uk

Ck /Tk , utilization of τk .

Umax
Utot
λk
λmax
λtot

k

k

maxτi ∈τ (Ui ).
P
τi ∈τ (Ui ), ie. total utilization of task set τ .
Ck / min(Dk , Tk ), density of τk .

maxτi ∈τ (λi ).
P
τi ∈τ (λi ), ie. total density of task set τ .
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NOTATION

Wk (a, b)

(or Wi ([a, b])) Effective workload of τk in [a, b).

Lk (a, b)

(or Li ([a, b])) Effective load of τk in [a, b): Wi (a, b)/(b−a).

η(a, b)

Demand of τ in interval [a, b): cumulative execution requirements of all jobs of τk with both release time and
absolute deadline in [a, b).

dbfk (L)

Demand Bound Function of tauk in an interval of length
L.

load
η ∗ (a, b)
dbf∗k (L)
load ∗
load k
λmax,k
λ(k)
λtot,k

η(a, b)/(b − a), i.e., load of τ .

Modified demand of τ in interval [a, b).

Modified Demand Bound Function of tauk in an interval
of length L.
η ∗ (a, b)/(b − a), i.e., modified load of τ .
P
k-order load: maxt ( ki=1 dbfi (t)/t).
k-order density: maxki=1 λi .

k-th highest density among all tasks.
Sum of the k tasks with highest densities, i.e.,

Ik (a, b)

Interference on τk in interval [a, b).

Iki (a, b)

Interference of τi on τk in interval [a, b).

Lint
k (a, b)
Li,int
(a, b)
k
(x)0
Jkj∗
Ik
i

Ik

(or Li,int
([a, b])) Interfering load of τi on τk over [a, b]:
k
i
Ik (a, b)/(b − a).
max(0, x).

Job instance of τk that suffers the largest interference.
Worst-case interference on τk : maxj (Ik (rkj , djk )) = Ik (rkj∗ , dj∗
k ).
Iki (rkj∗ , dj∗
k ).
Carry-in of τk in interval [a, b).

zk (a, b)

Carry-out of τk in interval [a, b).

σu

(i)
i=1 λ .

(or Lint
k ([a, b])) Interfering load on τk over [a, b]: Ik (a, b)/(b−
a).

εk (a, b)
Rkub
Sklb

Pk

Upper bound on the response time of τk .
Lower bound on the slack of τk .
Mean task utilization.

CHAPTER 1

Introduction
1. The Multicore revolution
Was it really necessary to switch from simple uniprocessor architectures
to the more complex parallel structure of multiprocessor platforms? Well,
the opinion of the major hardware companies is clear: yes, indeed. Starting
from 2004, the market leaders in the production of high-end computers or
embedded devices are offering an increasing number of multicore chips, contributing to an unprecedented phenomenon that has been called the multicore revolution. The reasons behind this revolution are easily found in the
limits reached by current process technologies and in the difficulties of satisfying Moore’s law greedy demand for computing power using classic single
processor architectures. Since further increasing the operating frequencies of
current computing devices would cause serious heating problems and considerable power consumption, a good solution seems to be the use of multiple
cores operating at lower frequencies. To efficiently program these new parallel platforms, a great amount of investigation is still needed. We will give
our small contribution in filling this gap by developing new algorithms for
the scheduling of real-time task sets on such interesting and challenging
platforms.
1.1. The need for Multiprocessors. It is a common practice to find
a starting date for all big historical events. The advent of the multicore revolution could be probably certified on May, 17th 2004, when Intel, the world’s
largest chip maker, canceled the development of processor ”Tejas”, Intel’s
successor to the Pentium4-style ”Prescott” processor, due to extremely high
power consumption. After more than three decades profitably producing
single core devices, the company decided to switch to multiprocessor chips,
following the example of Advanced Micro Devices. The retirement of the
Pentium brand was marked by the official release of the first wave of Intels
Core Duo processors, on July 27, 2006.
To understand the reasons behind this choice, it is necessary to go back
to the sixties, when Gordon Moore, Intel’s founder, guessed that the density
of transistors on a chip was going to double every 24 months. This law,
lately called Moore’s law, hasn’t been violated since then. The exponential
increase in the number of transistor on a die is made possible by the progressive reduction in the characteristic dimensions of the integrating process,
from the micrometer resolutions of past decades (with tens of thousands
transistors/chip in the 80’s), until the recent achievement below hundred
nanometers (with more than a hundred millions transistor/chip). Today,
hardware producers are selling devices realized with technologies down to
1
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90 and 65 nm, and are exploring even lower resolutions. The benefit of reducing dimensions lies not only in the higher number of gates that can fit
on a chip, but also in the higher working frequency at which these devices
can be operated. If the distance among every gate is reduced, signals have a
lower path to cover, and the transitory time for a state transition decreases,
allowing a higher clock speed. At the launch of Pentium 4, Intel expected
single processor chips to scale up to 10 GHz using process technologies below
90 nm. However, they ultimately hit a frequency ceiling far below expectations, since the fastest retail Pentium 4 never exceeded 4 GHz. Why that
happened?
The main reason lies in the non-functional mechanisms of transistors. It
is widely known in the electronics that a field effect transistor is like a switch
that allows or not the passage of current depending on an input signal. If the
signal is high, the input is propagated to the output. Otherwise, the current
is blocked and both terminals are isolated. However, there is another kind of
current that propagates through the transistor, which is not related to any
functional mechanism. This is a parasite effect that can’t be avoided, due to
a current flow that occurs even when the transistor is off: the leakage current.
This effect is negligible when the dimensions of the transistor are above a
couple of hundreds nanometers, since it is possible to better insulate the
various components. When instead dimensions are reduced, leakage current
becomes important, consuming a great amount of power. Considering that
the density of transistors is also higher, there are strong problems related to
the device heating and to the high amount of power to supply. Therefore, it
doesn’t seem possible to obtain more operations per second by using faster
transistors, unless having to deal with serious dissipation issues.
To better clarify this concept, we show in Figure 1.1 the power density
that we would have on a chip if we let the current trend continue unabated.
Data are taken from Intel’s chips specifications. The graph shows the power
density on the top processors released by Intel during the last decades: from
808x processors, to x86 devices, until the newer Pentium generations. With
densities in the hundreds of Watts, power delivery and dissipation are prohibitive. While we can build dissipation mechanisms for processors that
behave like hot plates, it seems less likely to design portable cooling systems
for nuclear reactors, or the surface of the Sun...
To limit the power consumption it is necessary to analyze more in detail
the existing relations among operating frequency, supply voltage, leakage
current and power consumed. The dynamic power, corresponding to the
power lost for charging and discharging the transistor capacitive loads, has
a square dependency on the supply voltage. It has been the major contributor to the overall power consumed by all processing devices realized with
technologies above hundreds nanometers. For these devices, an option to reduce heating problems could therefore be to reduce the transistors operating
voltage, obtaining a quadratic reduction of the power consumed. However,
this would cause a more than linear reduction of the working frequency of
the device, liming the performances of the system.
In addition to the power consumed for functional mechanisms, recent
technologies need to take into account the power consumed due to leakage
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Figure 1.1. The increasing power demand.
current. As we previously explained, this contribution becomes important
when the dimensions of the gate and oxide layers are small. The power
loss due to leakage current is as well dependent on the voltage supplied to
the transistors. To prevent leakage current to dominate, it is necessary to
decrease the supply voltage, accepting larger gate delays.
Reducing the voltage, we can therefore reduce both functional and nonfunctional power losses. Even if this would limit the processor clock speed,
this appears to be the only viable solution to overcome the major heating
problems arising in next generation devices. The trends followed by all major
hardware producers is to use a higher number of slower logic gates, building
parallel devices made with denser chips that work at low clock speed. This is
for instance the option Intel adopted, when the development of project Tejas
was dropped to address new parallel architectures working at lower frequencies. Intel didn’t anticipate the rapid upward scaling of transistor power
leakage that began to occur as the integrating process reached the 90nm
and less. A 2.8GHz Tejas processor consumed 150W of power, compared to
around 80W for a Northwood (2002, 130nm) of the same speed, and 100W
for a comparably-clocked Prescott (2004, 90nm). Since clock speeds seemed
permanently restricted to less than 4 GHz, processing systems needed a new
approach to improve performance. A straightforward approach was to use
multiple processors. The multicore revolution was already initiated.
1.2. Programming multiprocessor systems. During the last years,
an increasing number of multi-core systems has been proposed in the embedded system domain as well as in the high level computing market. The
major hardware providers are already developing the second generation of
multi-processor chips, and are spending a considerable amount of resources
in the research for next-generation parallel architectures. Examples are
given by ARM’s MPCore [ARM07], Sony-IBM-Toshiba’s Cell [Son07], TI’s
DaVinci [Tex07], NXP’s Nexperia [Phi07], STM’s Nomadik [STM07], and
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many others. Also, FPGA-based solutions allow the programmer to customize the hardware organization of the system. The developer can choose
the architecture of the chip and the number of CPU cores, as well as their
connections to memory and peripherals [Alt07].
Given this variety of available multicore platforms, the programming
community has been stimulated to adapt classic programming approaches
to the parallel structure of such new devices. To efficiently exploit the considerable computing power of multiprocessors, a new programming model is
needed. The traditional strictly sequential programming way has to be extended, addressing truly concurrent systems. Applications are represented
as a set of tasks, allowing the parallel execution of a subset of these tasks
on the available processing units. Particular attention should be paid to
the interactions among the various tasks and to the synchronization of the
processes. These problems are among the hottest research topics in the software community. However, they won’t be treated in the current work. Here,
we will focus on the related problem of how to schedule a given set of tasks
onto a multiprocessor platform, in presence of hard real-time constraints.
In other words, we will assume a set of concurrent tasks be already available, and devise some strategy to dynamically assign tasks to processors,
providing information on the timely properties of the system.
2. Real-time systems.
A real-time system has been correctly defined by Alan Burns and Andy
Wellings [BW01] as an “information processing system which has to respond
to externally generated input stimuli within a finite and specified period: the
correctness depends not only on the logical result but also on the time it was
delivered; the failure to respond is as bad as the wrong response”. These
systems are nowadays present in a wide variety of fields, such as control
systems, avionic and automotive applications, environmental monitoring.
Real-time systems designers are typically interested in the following
problems:
• The run-time scheduling problem: given a set of tasks with real-time
requirements, find a schedule that meets all timely constraints.
• The schedulability problem: given a set of tasks and a scheduling
algorithm, find in a reasonable amount of time if the produced
schedule violates any deadline.
Both problems are equally important, since a good scheduling algorithm is
almost useless without an associated schedulability test that could tell if
some deadline will be missed. Predictability is one of the key properties
a good real-time system designers must ensure. The correctness of results
strictly depends on the time they are delivered: it is essential to be able to
guarantee that results are produced within a certain and known time instant.
In other words, the system designer must be able to predict, at least in part,
the evolution of the system. Due to the many uncertainties that can modify
the behavior of a computing system, it is often necessary to sacrifice some
precision, deriving worst-case estimations instead of more time-consuming
exact parameters. Equivalently, it is not so important to find average case
parameters, since a catastrophic event can happen also when it doesn’t show
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up in the great majority of cases. Citing Buttazzo [But97]: “There was a
man who drowned crossing a stream with an average depth of six inches”.
2.1. Scheduling real-time task sets on multiprocessor platforms.
Even if the concept of multiprocessing has always been present in the realtime community, only recently it is receiving a significant attention. The
new architectures that the market is offering give an unprecedented opportunity to test existing multiprocessor scheduling techniques upon real platforms. From the Real-Time community perspective, this kind of platforms
represents an interesting workbench upon which the scheduling theory for
multi-processor systems can be validated. While the scheduling problem for
uniprocessor systems has been widely investigated for decades, producing a
considerable variety of publications and applications, there are still many
open problems regarding the schedulability analysis of multiprocessor systems. The increasing demand for smart methods to schedule the computing
workload on parallel platforms pushed researchers to further investigate this
rather unexplored area.
Analyzing multiprocessor systems is not an easy task. Checking timely
constraints on these kind of systems is even harder. As pointed out by Liu
in his seminal paper [Liu69]: “few of the results obtained for a single processor generalize directly to the multiple processor case: bringing in additional
processors adds a new dimension to the scheduling problem. The simple fact
that a task can use only one processor even when several processors are free
at the same time adds a surprising amount of difficulty to the scheduling of
multiple processors”. To extend the limits of current scheduling theory, it is
necessary to improve the performances of classical scheduling algorithms, devising new strategies to overcome the main drawbacks that such algorithms
show in a multiprocessor environment.
Unfortunately, predicting the behavior of a multiprocessor system requires in many cases a considerable computing effort. To simplify the analysis, it is often necessary to introduce pessimistic assumptions. This is particularly needed when modeling globally scheduled multiprocessor systems,
in which the cost of migrating a task from a processor to another can significantly vary over time. The presence of caches and the frequency of memory
accesses have a significant influence on the worst-case timely parameters
that characterize the system. To bound the variability of these parameters,
we will limit our attention to multiple processor with no caches, or whose
cache miss delays are known and can be easily integrated in the worst-case
execution time parameters. We will consider identical multiprocessor platforms, in which all processors have the same speed. The cost of preemption
and migration will be supposed to be negligible or, alternatively, bounded
by a constant that can be integrated into task parameters. Even if this could
appear a too strong assumption, there are recently proposed architectures
that can limit the penalties associated to migration and cache misses. An
example is given by ARM’s MPCore. As we can see from Figure 1.2, the
device is composed by four identical cores, properly interconnected by logic
buses. The interconnecting mechanisms allow a processor to rapidly access
information contained in the local cache of a different processor. This is
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particularly useful since it allows to retrieve in a limited number of clock
cycles data that can be modified by different CPUs.

Figure 1.2. ARM’s MPCore architecture.
To have a low number of context changes, it could be useful to use
an algorithm having a bounded number of preemptions and migrations, as
Earliest Deadline First (edf) or Fixed Priority (fp) scheduling. The computational cost of scheduling and dispatching tasks to processors is another
factor that contributes decreasing the total capacity. Some researchers have
recently proposed hardware implementations of some parts of the operating
system [LSF95, Fur00, WA02, KSM03, AB04], allowing to reduce the
scheduling penalties of multiprocessor platforms.
2.2. Partitioned vs global scheduling. When deciding which kind
of scheduler to adopt in a multiple processor system, there are two options:
(i) statically assign tasks to processors, scheduling each group of tasks using well-known uniprocessor scheduling algorithms, or (ii) using a global
scheduler. The first method is called partitioned scheduling, and it is particularly efficient when there are no load variations and the tasks can be
properly characterized. Every processor has its own queue of ready tasks,
from which tasks are extracted for execution, according to a local policy.
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While the implementation of the local scheduler is pretty easy, partitioning
tasks to processors is rather complex: the problem of distributing the load to
the computing units is analogous to the bin-packing problem, which is known
to be NP-hard in the strong sense [GJ79, LW82]. Finding an optimal solution has therefore exponential complexity. There are good heuristics that
are able to find acceptable solutions in polynomial or pseudo-polynomial
time [DL78, BLOS95, LMM03, LDG04]. However, the efficiency of
such suboptimal partitioning algorithms is conditioned by their computational complexity, which is often too high to allow frequent invocations of
load balancing routines. Repeatedly calling heavy partitioning algorithms
to balance a variable load doesn’t seem a good choice, since a great part
of the computing resources would be spent for scheduling purposes, instead
of serving the functional requirements of the target application. For highly
varying computational requirements, a better option is probably to use a
global scheduler. With this method, there is a single system-wide queue
from which tasks are extracted and scheduled on the available processors.
In this way, the load is intrinsically balanced, since no processor is idled as
long as there is a ready task in the global queue. The scheduler is said to
be work-conserving, according to the following definition.
Definition 2.1 (Work-conserving). A scheduling algorithm is workconserving if it doesn’t possibly produce a situation in which (i) at least one
processor is in idle state, and (ii) a ready task is waiting for execution.
Partitioned algorithms aren’t work-conserving, since it is possible to have
a system configuration in which a ready task is assigned to the same processor where a higher priority task is running, while a different processor has
an empty ready queue. Instead, a global scheduler would have assigned the
waiting task to the free CPU, allowing a more balanced use of the resources.
A similar argument can be found in queueing theory, where single-queue approaches are known to be superior to multiple queue techniques, with respect
to average response time [Kle75]. Even if it is true that real-time systems
are less interested in average values than in worst-case timely parameters,
taking centralized scheduling decision can have interesting advantages:
• There is no need to invoke heavy routines to balance dynamic workloads.
• In overload situations, there are more chances to prevent a task to
miss its deadline if we allow the waiting tasks to be scheduled on
whatever processor, instead of statically assigning each task to a
fixed processor.
• When a task executes less than its worst-case execution time, the
spare bandwidth can easily be used by any other task that is ready
to execute, increasing the responsiveness of the system.
• The more balanced distribution of the workload allows a fairer exploitation of the computing resources, preventing an asymmetric
wear of the device and increasing fault tolerance.
• As observed by Andersson et al. in [AJ00a], globally scheduled
multiprocessor systems typically have a lower number of preemptions and context changes comparing with partitioned approaches.
What happens is that when a high priority task becomes ready,
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a global scheduler with a non-naive dispatcher will preempt some
lower priority running task only if there are no idle processors. If
instead a partitioned scheduler is used, a high priority task would
be scheduled on the assigned processor even if it is necessary to
preempt a task executing with lower priority, and there are other
CPUs in idle state.
However, using a global scheduler there is as well some complication,
mainly related to the cost of interprocessor migration. Even if there are
mechanisms that can reduce this cost, it could nevertheless cause a significant schedulability loss when tasks have a big associated context. Transferring a job state from a processor to another takes some time and can
cause a significant number of cache misses and bus load that could have
been avoided using a partitioned approach. Therefore, the effectiveness of
a global scheduler is rather conditioned by the application characteristics
and by the architecture in use. Alternatively, it is possible to use hybrid
approaches that limit the cost of interprocessor migration. In [CAB07], a
hybrid migration technique is explored for multiprocessor platforms with a
high number of CPUs, allowing a task to be scheduled only on a subset of
the available processors. In this way, every task can migrate among a limited
number of processors, reducing cache misses and migration costs. Another
option is to allow migration only at job boundaries, preventing a job to be
preempted [Bar06] or migrated [BC, CFH+ 03] during its execution. This
allow to reduce the amount of information that has to be transferred from
a processor to another.
When analyzing the schedulability performances of global and partitioned approaches, things are more complicated. Basically, we find that no
class dominates the other: there are task sets that can be scheduled using
a global scheduler but not with a partitioned one, and viceversa [LW82,
CFH+ 03, Bar07]. This complicates the decision a designer should take
about which technique to adopt. There are many factors that can influence
this decision. The presence or not of a good (tight) associated schedulability
test is very important. Having a good scheduler without being able to prove
the correctness of the produced schedule is almost useless in the real-time
field. Since designers are interested in finding efficient scheduling algorithms
at least as much as they are interested in proving that no deadline will be
missed, the tightness of existing schedulability tests is a key factor when
selecting which class of schedulers to adopt.
While there are many proposed schedulability tests for partitioned multiprocessor task systems (combining well-known uniprocessor scheduling techniques with strategies for bin-packing problems) [DL78, BLOS95, LGDG00,
LGDG03, LMM03, LDG04], there is still much work to do in the scheduling analysis of global approaches. Existing schedulability tests for globally
scheduled systems [GFB01, Bak03, ABJ01, And03, Bak05, Bak06b,
TM07] detect a lower number of schedulable task sets than the existing
tests for partitioned systems.
A further complication for non-partitioned approaches is given by the
poor performances that classic uniprocessor scheduling algorithms have when
used to sort global queues. This is due to a particular unlucky situation,
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called Dhall’s effect [DL78], that takes place when a bunch of light tasks are
scheduled together with a heavy task. As shown in Figure 1.3, a deadline
can be missed even at very low processor utilizations, using either edf or
rm. Therefore, the uniprocessor optimality of edf and rm doesn’t extend
to multiprocessor systems.
τ`1
τ`2
...

...

...

τ`m , τh
r`i ≡ rh

Deadline miss

di` dh

Figure 1.3. The Dhall effect: a heavy task misses its deadline due to the interference of higher priority light tasks.
New scheduling policies for non-partitioned algorithms are needed to
overcome the disadvantages of classic algorithms; and new schedulability
tests are required to prove the effectiveness of such techniques, as well as
to provide valid instruments for the admission control of tasks with critical
timely requirements.
In this work we will review the main existing global scheduling techniques, devising new strategies that will improve the state of the art in the
scheduling analysis of such systems, and deriving tighter schedulability conditions that will significantly increase the number of schedulable task set
detected.
3. Model
In this section we will show the notational model that will be used
throughout this dissertation. Since the main target of real-time systems
is to guarantee temporal constraints, it is of primary importance to specify
the time domain in which we define all system parameters.
Time division. Despite the fact that for mathematical convenience, timeinstants and interval lengths are often modeled using real numbers, in an
actual system time is not infinitely divisible. The times of event occurrences,
and durations between them, cannot be determined more precisely than one
tick of the system’s most precise clock. Therefore, any time value t involved
in scheduling is assumed to be a non-negative integer value and is viewed as
representing the entire interval [t, t + 1). This convention allows the use of
mathematical induction on clock ticks for proofs, avoids potential confusion
around end-points, and prevents impractical schedulability results that rely
on being able to slice time at arbitrary points.
To check the temporal correctness of a real-time systems, three aspects
must be specified: the target computing platform, the adopted task model
and the scheduling algorithm in use. We will give a brief description of these
aspects.
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MULTIPROCESSOR PLATFORMS

Identical

Uniform

Heterogeneous

Figure 1.4. Existing relation among the various class of
multiprocessor platforms.
3.1. Computing platform. We will consider platforms composed by
one or more computing units. Depending on the kind of processors used,
Multiprocessor Platforms (MP) are divided into identical, uniform and heterogeneous MPs:
• An identical multiprocessor platform is composed by m processors,
each one having identical processing capabilities and speed; more
specifically, each processor is identical in terms of architecture,
memory topology and access times, cache size, I/O interface, resource access and every other mechanism that can influence the
overall processor speed. Due to the simplicity of this model, the
majority of works in literature address identical multiprocessors.
• A uniform multiprocessor platform can be composed by processors
of different speeds. The only requirement is that all tasks must execute at the same speed when scheduled on the same CPU. Among
other works addressing this kind of model, we can cite [Bar01,
FB03, FB04, FGB01, AT07].
• A heterogeneous multiprocessor platform represents a set of cores
with different capabilities and different speeds. In this model, a
processor can execute distinct tasks at different speeds, or even
being unable to execute some task. Due to the complexity of
this model, there are only few works addressing heterogenous platforms [Bar04a, Bar04c, Bar04d].
The relation among the three classes of platforms is shown in Figure 1.4.
In this work, we will limit our attention to identical and uniform multiprocessors.
According to the terminology introduced in [GFB01], a uniform multiprocessor platform π consists of m equivalent processors πi , each one characterized by a speed, or computing capacity, si . This means that a job that
executes on the i-th processor for t time units completes si × t units of
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execution. Sπ and sπ will denote, respectively, the sum of the computing
capacities of all processors and the computing capacity of the fastest processor of platform π:
X
Sπ =
si ,
πi ∈π

sπ = max si .
πi ∈π

3.2. Task model. The computing workload imposed by a set of processes with real-time requirements can be modeled in many different ways.
One of the most used solutions is to model the workload as a set of recurring
real-time tasks. In this model, each task has an arrival time, and executes
since then a sequence of chunks of code, called jobs, each one of which must
complete before a specified deadline. In this way, it is possible to represent
a great number of critical applications, since a typical implementation of
a control system consists in repeated invocations of routines that have to
take timely decisions using the information coming from sensors and input
signals. When no deadline miss can be tolerated, the system is called hard
real-time. In this work we will consider only task sets with hard real-time
requirements.
Depending on the frequency at which a task activates its jobs, we will
distinguish between periodic and sporadic tasks. Every job of a periodic task
is activated a fixed number of time-units after the previous job. This fixed
interarrival time is called period of the task. For a sporadic task, instead,
only a minimum interarrival time is specified, meaning that only a lower
bound on the temporal separation between two consecutive jobs must be
satisfied.
We will denote with small letters the absolute time parameters — i.e., the
values referring to a particular time instant measured from system start-time
— and with capital letters the relative time parameters. The notations are
summarized in Figure 1.5, while a graphical description of task parameters
is shown in Figure 1.6.
We consider a set τ of n periodic and sporadic tasks [BMR90] to be
scheduled on m identical processors using a global algorithm. A task τk is
a sequence of jobs Jkj , where each job is characterized by an arrival time rkj ,
a finishing time fkj and an absolute deadline djk . We say that a job is ready
at time t, if t ∈ [rkj , fkj ) and the job has still a non-null amount of execution
to complete. By extension, a task is ready (or backlogged) whenever it has
a ready job.
Periodic task systems can be further divided among synchronous and
asynchronous task systems. A periodic task system is synchronous if all
tasks are contemporarily activated; in that case, we can assume all activation
times coincide with time t = 0. In an asynchronous task set, every task τk
can instead have a different activation time rk .
Each task τk ∈ τ is characterized by a three-tuple (Ck , Dk , Tk ) composed
by:
• A worst-case computation time Ck . Since the time a task needs
to complete its execution depends on branches, cycles, conditional
structures, memory states and other factors, we need to consider
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Symbol
π
πi
m
si
Sπ
sπ
τ
τk
n
Jkj
Ck
Dk
Tk
H
rk
rkj
fkj
djk
Sk

Description
multiprocessor platform
i-th processor in π
Number of processors in the platform
speed
of processor πi
P
πi ∈π si
maxπi ∈π si
Task set
k-th task ∈ τ
Number of tasks in the task set
j-th job of task τk
Worst-case computation time of τk
Relative deadline of τk
Period or minimum interarrival time of τk
Hyper-period of task set τ
Release time of task τk
Release time of job Jkj
Finishing time of job Jkj
Absolute deadline of job Jkj
minJ j ∈τ (djk − fkj ), ie. minimum slack of τk
k

maxJ j ∈τ (fkj − rkj ), ie. response time of τk
k
min(Dk , Tk )
Ck /Tk , utilization of τk
max
P τi ∈τ (Ui )
τi ∈τ (Ui ), ie. total utilization of task set τ
Ck / min(Dk , Tk ), density of τk
max
P τi ∈τ (λi )
τi ∈τ (λi ), ie. total density of task set τ
(or Wi ([a, b])) Effective workload of τk in [a, b)
(or Li ([a, b])) Effective load of τk in [a, b): Wi (a, b)/(b − a)

Rk
∆k
Uk
Umax
Utot
λk
λmax
λtot
Wk (a, b)
Lk (a, b)

Figure 1.5. Notation used throughout the dissertation.
Ti
Di
Ci

Ji1

Ji3

Ji2

Ci

τi
ri1

fi1

d1i

ri2

fi2

d2i

ri3

fi3 d3i

ri3 − ri2 > Ti
Figure 1.6. Notational model for a sample task.

worst-case values when checking the temporal constraints of an
application. As a consequence, Ck represents the maximum number of time-units for which a job of tauk needs to be scheduled to
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complete its execution. If preemptions are allowed, the code can be
interrupted and successively restarted, as is for job Ji3 in Figure 1.6.
• A relative deadline Dk . Since each job Jkj has an absolute deadline
djk , which represents the latest time instant at which we can accept
the job to complete execution, the relative deadline of task τk is
simply the maximum acceptable distance between the task activation and the end of the execution. The absolute deadline of a job
Jkj can then be rewritten as djk = rkj + Dk .
• A period or minimum interarrival time Tk . Depending on the periodic or sporadic task model used, Tk will denote the exact or
minimum time interval between two successive activation of a job
of task τk .
We will assume Ci ≤ Di and Ci ≤ Ti , because otherwise the system
could never meet its hard real-time requirements. Let ∆i = min(Di , Ti ).
Depending on the the relation between period and deadline parameters of a
task system τ , we can distinguish among
• implicit deadline systems, if every task has a deadline equal to the
period, i.e.
Di = Ti , ∀τi ∈ τ ;
• constrained deadline systems, if every task has a deadline less than
or equal to the period, i.e.
Di ≤ Ti , ∀τi ∈ τ ;
• unconstrained (or arbitrary) deadline systems, if no constraint is
imposed on the values of periods and deadline, that is deadlines
can be less than, equal to or greater than periods.
Whenever there is no indication on the deadline of a task – for example,
when the notation τi = (Ci , Ti ) is used – we will implicitly assume the
deadline being equal to the period: Di = Ti .
The utilization of a task τk is defined as
Ck
Uk =
Tk
and represents the processor share required by the task. The total utilization
Utot is instead obtained by summing the utilization of all tasks in the system:
X
Utot =
Ui
τi ∈τ

and is a good estimation of the total amount of computation needed by task
set τ .
The density of a task τk is defined as
λk =

Ck
Ck
=
min(Dk , Tk )
∆k

and represents the “worst-case” request of a task in a generic time interval.
The total density is then
X
λtot =
λi .
τi ∈τ
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Let Umax (resp. λmax ) be the largest utilization (resp. the largest density) among all tasks:
Umax = max {Ui }
τi ∈τ

λmax = max {λi } .
τi ∈τ

The hyper-period H of task set τ is defined as the least common multiple
of all task periods: H = lcm1≤i≤n {Ti }.
The laxity of a job Jki at time t is given by the difference between the
time to deadline (dik − t) and the remaining computation time of Jki at time
t. A job has negative laxity if and only if it will miss its deadline.
The minimum slack Sk of a task τk is defined as the minimum distance
between the absolute deadline and the finishing time of jobs of τk , i.e.:
Sk = min (djk − fkj ).
Jkj ∈τk

Finally, the response time Rk of τk is the worst-case finishing time among
all jobs of τk :
Rk = max (fkj − rkj ).
Jkj ∈τk

Note that when a task set is schedulable, each task has a non-negative slack
and a response time lower than or equal to the deadline.
The effective workload Wi (a, b) (or Wi ([a, b])) of a task τi in an interval
[a, b] is defined as the amount of time for which τk executes in the considered interval, according to a given scheduler. The effective load Li (a, b) (or
Li ([a, b])) of τi in [a, b] is instead the corresponding workload divided by the
length of the considered interval:
. Wi (a, b)
.
(3.1)
Li (a, b) =
b−a
Unless otherwise stated, we will assume all tasks being independent,
meaning that no structure is shared, except for the computing units, and no
data is contemporarily requested by more than one task. This simplification
allows to ignore, for now, the blocking times associated to the access to
serially usable resources. Even if this seems a too strict assumption, this
model has been profitably used in many other related works, representing
a good starting point for the analysis of more complicated real-life devices.
As we will explain in the last part of the dissertation, we believe that the
results here derived under the independent task assumption can be extended
to more complicate systems using proper protocols to arbitrate the access
to shared resources.
3.3. Scheduling algorithm. A real-time scheduling algorithm is basically a function defined in the time domain, that determines which task
or job has to be executed on each processor. The particular instance produced applying a given scheduling algorithm to a known set of jobs is called
schedule. The target of a real-time scheduler is to find a schedule in which
every job can successfully complete the execution before its deadline.
Classical scheduling algorithms used for general purpose systems, like
FIFO (processes executed in arrival time order) or Round Robin (processes
sequentially executed for fixed time-intervals) are not suitable for real-time
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applications. Even if they can assure good average performances, these
algorithms can give very limited guarantees to a system having hard timely
constraints. This aspect of the problem has been deeply analyzed, and
several different scheduling algorithms have been proposed. Below we give
a short introduction on the most popular ones, classifying them according
to their main properties and mechanisms.
A first big division among existing real-time scheduling algorithms is
given by static and dynamic schedulers. The first class refers to real-time
systems whose schedule is completely computed and stored in memory before run-time. A dispatcher will then simply read from a table in memory
the entry corresponding to the current time instant, and schedule accordingly tasks to processors. This kind of scheduling is also called table-driven
scheduling [BS89]. To statically compute the schedule, the workload must
be completely specified before run-time. For this reason, such class of schedulers is not so appropriate for systems that are partially-specified or have
schedules too large to store in memory. If this is the case, it would be better
to use dynamic (or online) scheduling algorithms. At each time instant, an
online real-time scheduling algorithm decides the set of jobs that will be executed on the target platform based on prior decisions and on the status of
jobs so far released. No specific information is known on future job releases1.
A scheduling algorithm that can exploit information on timely parameters
(such as arrivals, exact computation times, etc.) of future releases is called
clairvoyant.
The present work will mainly focus on online real-time scheduling algorithms.
When scheduling real-time instances upon a multiprocessor platform, we
can further divide the schedulers according to the allowed degree of migration. Parallelism is prohibited, that is, no job of any task can be executed
at the same time on more than one processor. With this in mind, we can
distinguish between partitioned and global scheduling algorithm. As we previously said, we are mainly interested in the analysis of global schedulers. A
global scheduling algorithm maintains a system-wide queue in which ready
tasks are inserted and ordered following some kind of policy (edf, fp, etc.).
When a processor is idle, a dispatcher extracts from top of this queue the
highest priority task, and schedules it on the available CPU until it completes execution, or is preempted by another task. Whenever a task with
priority higher than one of the executing tasks is released, the task having
lowest priority among the executing ones is preempted and re-inserted in
the ready queue. Now, if a processor becomes idle, the preempted task can
restart the execution even if the idle processor is different than the original processor upon which the task was originally scheduled. In this case,
we say that the task ”migrated” from a processor to another. This mechanism guarantees that the m highest priority ready tasks are always the
ones executing on the multi-processor platform. Anyway, migrating tasks
1Note that periodic and sporadic task systems define a period or minimum interarrival

time, which can be seen as information on future releases. Nevertheless, the schedulers
that use such information, as well as information on the worst-case execution times, are
still conventionally considered on-line schedulers.
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Figure 1.7. Differences in the implementation between partitioned and global schedulers.

among the computing units implies a cost that can be particularly high for
some system. Cache misses and heavy bus load can penalize the scheduling
performances, reducing the benefits of a global scheduler.
In a partitioned scheduler, there are instead multiple ready queues, one
for each processor in the system. Each queue is sorted according to a uniprocessor scheduling algorithm, and task migration is not allowed. The placement of tasks among the available processors is a critical step. The problem
of optimally dividing the workload among the various queues, so that the
computing resources be well utilized, has exponential complexity, and is
typically avoided using sub-optimal solutions provided by polynomial and
pseudo-polynomial time heuristics. Example of policies used for this purpose are First Fit, Best Fit, Next Fit, First Fit with decreasing utilizations,
etc. [DL78, BLOS95, LMM03, LDG04]. Using a partitioned method,
it is possible to leave a processor in idle state even when there are ready
tasks needing to execute. This happens when, in a particular time-instant,
no task assigned to a particular processor has an active instance, but there
are multiple active tasks assigned to a different processor, as in the example shown in Figure 1.7. For these reasons, partitioned algorithm are not
work-conserving.
When the computing load is not balanced among the CPUs of a partitioned system, an option is to call load-balancing routines. However, such
routines are typically heavy – especially for bigger systems – so that calling
them too frequently would cause an intolerable overhead.
In addition to the above classes, there are also intermediate solutions,
like hybrid- and restricted-migration schedulers. A hybrid-migration scheduler [CAB07] limits the number of processors among which a task can
migrate, in order to limit the number of caches in which the task image is
present. In this way, a fewer number of cache misses is expected, and the
cost of migration and context changes is lower. This method is more flexible
than a rigid partitioning algorithm without migration, and it is particularly
indicated for systems with a high number of processors (with tens of CPUs),
where it would be very difficult and time-consuming to move a task image
from a computing unit to a distant one.
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A restricted-migration scheduler, according to the classification used
in [CFH+ 03], is instead a scheduler that allows task migration, but only
at job boundaries, i.e., before a job starts executing or at the end of its
execution. In this way, the amount of information that must be transferred
while migrating a task from a processor to another is likely to be less than in
the full migration case [BC, CFH+ 03]. A similar method consists in using
a global scheduler with preemptions disabled: in this way, once a job starts
executing on a CPU, it is not possible to preempt it until the end of execution, so that migration can never take place [Bar06]. However, note that
non-preemptable systems can incur in significant schedulability losses, due
to potential delays caused by long chunks of code that can execute without
being interrupted.
A last classification among real-time scheduling algorithms refers to task
and job priorities. Depending on the policy used to sort the ready queue,
global schedulers are be divided into static-priority, fixed job-priority and
dynamic job-priority schedulers.
Static priority scheduling algorithms. They assign to each task a static
priority, so that all jobs of a task have the same priority. These algorithms
are often shortly called Fixed Priority (fp), omitting to explicitly refer to
task priorities2. Priorities can be assigned in many different ways. Popular assignment are, for example, Rate Monotonic (rm), assigning priorities proportionally to the inverse of task periods, and Deadline Monotonic
(dm), that assigns priorities proportionally to the inverse of the relative
deadlines. Both these priority assignments are optimal for sporadic and
synchronous periodic uniprocessor systems with, respectively, implicit and
constrained deadlines, meaning that if a sporadic or synchronous periodic
task system can be scheduled with fp on a single processor, than it can
also be scheduled using rm (for implicit deadlines) [LL73] or dm (for constrained deadlines) [LW82]. For multiprocessor systems, things are much
more complicated: rm and dm are no more optimal and can fail even at
very low utilizations (arbitrarily close to one) [DL78]. There are however
hybrid priority assignment, like Rate Monotonic with Utilization Separation (rm-us) [ABJ01] and Deadline Monotonic with Density Separation
(dm-ds) [BCL05b], that obtain much better scheduling performances by
assigning highest priorities to the heaviest tasks (above a given threshold)
and scheduling the remaining ones with rm or dm.
The static priority class of algorithm has some particularly desired feature: systems scheduled with static priority algorithms are rather easy to
implement and to analyze; they make possible to reduce the response time of
more critical tasks by increasing their priorities; they have a limited number
of preemptions (and therefore migrations), bounded by the number of jobs
activations in a given interval; they allow to selectively refine the scheduling
of the system by simply modifying the priority assignment, without needing to change the core of the scheduling algorithm (a much more critical
component).
2There are however remarkable exceptions to this convention. For instance, Baruah
denotes with ”fixed priority” systems having fixed job priorities[Bar04b]
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In the rest of the dissertation, whenever a fp scheduler is used, we will
assume all tasks are ordered by decreasing priority, i.e., if τi has greater
priority than τj then i < j.
Fixed job-priority scheduling algorithms. They allow to change the
priority of a task, but only at job boundaries, i.e., every job has a fixed priority. In uniprocessor systems, this increased flexibility in the management of
priorities allows to significantly improve the scheduling performances: it has
been proved in [LL73, Der74] that the Earliest Deadline First scheduling
algorithm (edf) – that schedules at each time-instant the ready job with
nearest absolute deadline – is an optimal scheduling algorithm for scheduling
arbitrary collections of job on a single processor. Therefore, if it is possible
to schedule a set of jobs such that all deadlines are met, then this collection
of jobs can be positively scheduled with edf as well. Unfortunately, we find
again that this optimality doesn’t hold for multiprocessors due to Dhall’s effect [DL78]. There are hybrid algorithms that modify edf to overcome the
schedulability penalties associated to Dhall’s effect, scheduling some task
with static priority and some other with edf. Algorithm edf-us (Earliest
Deadline First with Utilization Separation) [SB02] gives highest (static)
priority to the tasks having utilization higher than a given threshold, and
schedules the remaining ones with edf; algorithm edf-ds (Earliest Deadline First with Density Separation) is an alternative version that uses the
densities instead of the utilizations and is more indicated for constrained
deadline task systems. Algorithm fpedf [Bar04b] assigns highest priority
to the first (m−1) tasks having utilization greater than a half, and schedules
the remaining ones with edf. Algorithm edfk [GFB01, Bak05] assigns
highest priority to the k heaviest tasks, scheduling again the remaining ones
with edf; for constrained deadlines systems, a better approach seems to
order tasks according to their densities instead of utilizations, as proposed
in [Bak06b].
The benefits of using a fixed job-priority algorithm lie in the relative simplicity of the scheduler implementation, as well as in the bounded number
of preemptions and migrations. Since a task can change priority only at job
boundaries, the number of preemptions in a fixed time-interval is bounded
by the number of job activations in the same interval. This characteristic is
common to both static priority and fixed job-priority scheduling algorithms,
which are often also called priority-driven schedulers.
Dynamic job-priority scheduling algorithms. These algorithms remove
even the restriction on the fixed priorities of the jobs, allowing to change
in every moment the priority of an instance. These algorithms are not so
popular for single processor applications, since usually a simpler prioritydriven scheduler is preferred. For example, the optimality of edf allows to
obtain the best schedulability performances, with an easier implementation
and a lower number of context changes than with a dynamic job-priority
scheduler. Nevertheless, changing the priority of a job during execution
turns out to be much more useful in the multiprocessor case, allowing to
overcome Dhall’s effect and increasing the number of schedulable task sets.
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The Pfair class of algorithms is known to be optimal for scheduling periodic and sporadic real-time tasks with migration when deadlines are equal
to periods [BCPV96, AS00], allowing to obtain a schedulable utilization
equal to the number of processors. Such algorithms are based on the concept of quantum (or slot): the time line is divided into equal-size intervals
called quanta, and at each quantum the scheduler allocates tasks to processors. A disadvantage of this approach is that all processors need to synchronize at the quantum boundary, when the scheduling decision is taken.
Moreover, if the quantum is small, the overhead in terms of number of context switches and migrations may be too high. Solutions to mitigate this
problem have been proposed in literature [HA05]; however, the complexity of their implementation increases significantly. Recently, other dynamic
job-priority algorithms have been proposed to achieve high schedulability
performances, at a (claimed) lower preemption cost: BF [ZMM03], LLREF [CRJ], EKG [AT06], SA [KS97] and Ehd2-SIP [KY07]. An interesting algorithm that has the same worst-case number of preemptions of
edf, but much better (even if not optimal) scheduling performances for
multiprocessor systems is edf with zero laxity (edzl) [LE92, CLL01]. Algorithm edzl is identical to edf apart from one additional rule: whenever
a job reaches zero laxity, it is scheduled for execution even if there are other
jobs with an earlier deadline waiting for execution.
A last algorithm that is worth mentioning is the Generalized Processor
Sharing (GPS) server [PG93]. It has been initially developed for packet
scheduling, but can be easily adapted to multiprocessor real-time systems.
It serves all active tasks simultaneously, assigning to each one of them a
processor share proportional to its utilization. The GPS scheduler is an optimal algorithm for implicit deadline multiprocessor systems, but cannot be
used implemented on real devices, since it is impossible to arbitrarily divide
the processing resources among all requests. Anyway, it is a good reference
model for more practical scheduling algorithms, because of its perfectly fair
allocation of the available bandwidth.
We summarize in the table of Figure 1.8 the above described classification of multiprocessor scheduling algorithms, based on the allowed migration
degree and on the task priority assignment, as proposed in [CFH+ 03].
4. Organization
The main interest of this dissertation is to analyze the behavior of globally scheduled multiprocessor real-time systems. The rest of this document
is organized as follows. In Chapter 2, we survey previous results in multiprocessor real-time systems that are scheduled with a global algorithm. We
will integrate the exposition with observations and considerations concerning
feasibility, schedulability, and optimality of existing scheduling techniques.
The schedulability problem of global schedulers will be analyzed in more
detail in Chapter 2, where a comprehensive survey of all existing schedulability tests will be presented using a homogenous notation. We will rephrase
and extend someone of the cited results, generalizing them to the task model
here adopted.
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Figure 1.8. Classification of multiprocessor real-time
scheduling algorithms.
In Chapter 3, we will derive density and utilization bounds for periodic
and sporadic task systems globally scheduled on a multiprocessor platform
using fixed task priorities. The presented results will improve over related
works dealing with the same problem.
In Chapter 4, a new scheduling analysis will be developed for various
kinds of global scheduling algorithms. Outcomes of this analysis will be
new schedulability tests with polynomial complexity, that have much better
performances than other tests in literature in terms of number of schedulable
task sets detected.
Tighter schedulability conditions will be then derived in Chapter 5, with
a higher computational complexity. Classic techniques for the Response
Time Analysis of uniprocessor platforms will be extended to derive sufficient
pseudo-polynomial schedulability tests for globally scheduled multiprocessor
systems.
To prove the higher performances of the tests presented throughout the
dissertation with respect to existing tests in literature, we will run in Chapter 6 an extensive set of simulations, for various system configurations.
Finally, we will draw our conclusion in Chapter 7.

CHAPTER 2

Global scheduling
As we explained in the previous chapter, there are many advantages
related to the use of a global scheduler in a multiprocessor environment.
Although partitioned systems are currently easier to implement and to analyze, we believe that this gap could be filled along with the advancement
of emerging techniques that enable reduced migration costs, as well as with
the improvements in the scheduling analysis of globally scheduled multiprocessor real-time systems.
The research of hardware solutions to decrease the time needed to transfer the context of a task from a CPU to another is one of the more interesting
topics in the hardware engineering community. An example of a recently
proposed solution that enables a CPU accessing data contained in another
processor cache within a limited number of clock-cycles is given by the Snoop
Control Unit contained in the ARM’s MPCore (see Figure 1.2). This component interfaces up to four multiprocessing CPUs with each other, as well
as with an L2 memory system. It manages the coherent traffic between
CPUs as well as migratory transfers arbitrated through a technique called
“Direct Data Intervention” (DDI), which consists in passing data directly
from a CPU to another one, without having to request the data from L2
memory [Evr04]. A further example can be given by the immense possibilities offered by reconfigurable FPGA devices that enable the customization
of soft cores connections according to the needed migration flexibility. Even
if it would be very interesting to explore the advancements in migrationenabling architectures, this dissertation is more concerned with the problem
of how to schedule a real-time application on such challenging devices.
The theoretical scheduling and schedulability analysis of real-time task
systems on migration-based multiprocessor platforms is recently receiving
an increasing attention in the real-time community. We hereafter show the
main advancements obtained in this field, covering the principal results concerning the task models described in Section 3.2. First of all, we summarize
the domains in which we are interested. Given the great variety of possible
models, we decided to focus only on collections of independent tasks with
hard real-time requirements preemptively scheduled on identical multiprocessor platforms with an on-line global algorithm, for the following systems:

•
•
•
•

periodic or sporadic real-time task systems;
among periodic tasks: synchronous or asynchronous task sets;
implicit, constrained or arbitrary deadline systems;
systems scheduled with static task priority, static job priority or
fully dynamic priority scheduling algorithms.
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There are of course other possible models and aspects that can be analyzed but that won’t be considered in this work: the Generalized Multiframe
(GMF) [BCGM99] or the Recurring [Bar03] Real-Time task models; tabledriven [BS89] or clairvoyant scheduling algorithms; non-preemtable [Bar06,
FB06b, BC06b] tasks and limited preemption [Bar05] systems; partitioned [DL78, BLOS95, LMM03, LDG04, BF06, BF07b], restrictedmigration [CFH+ 03, FB, BC, ABD] and hybrid-migration [CAB07] multiprocessor scheduling algorithms; uniform [Bar01, FB03, FB04, FGB01,
AT07] and heterogeneous [Bar04a, Bar04c, Bar04d] multiprocessor platforms.
Given a task system according to the model here considered, we will
need to find efficient solutions for the following problems.
Feasibility problem. Given a set of tasks with real-time requirements,
find if there is a schedule that meets all timely constraints under a given
model (periodic or sporadic tasks, fixed or dynamic priorities, with or without preemptions/migrations, etc.). Since we are mainly interested in periodic and sporadic tasks, it is convenient to describe how the feasibility
problem can be formulated for both models. A periodic task system generates exactly one collection of jobs, so that we just need to determine whether
this collection of jobs can be positively scheduled or not. Instead, in the sporadic task model only a minimum inter-arrival separation between successive
jobs of a task is specified, so that there is an infinite number of distinct collections of jobs satisfying this constraint. Solving the feasibility problem for
a sporadic task set requires then to check whether all legal collections of
jobs that could be generated by this task system can be scheduled to meet
all deadlines.
Run-time scheduling problem. Given a set of tasks with real-time requirements, find a scheduling algorithm that meets all timely constraints
under a given model. For sporadic task systems, again, the scheduling algorithm is required to schedule all possible legal collections of jobs. The
difference between the feasibility and the scheduling problem is that while
the first problem just need to find if there is a scheduling algorithm that can
meet all deadlines, the second problem requires to specify which algorithm
can do that.
Schedulability problem. Given a set of tasks with real-time requirements
and a scheduling algorithm, find if the task set can be positively scheduled
using the given algorithm (or, for sporadic tasks, if all legal collections of
generated jobs can be scheduled with the given algorithm).
From a real-time system design perspective, it is not only important to
solve these problem, but also to do that in a reasonable amount of time.
Having a fast schedulability test allows, for example, to check on-line if a
task can be dynamically admitted into a running system without causing
any deadline miss. Such efficient run-time admission control tests are particularly useful for highly varying workloads, when it is important to promptly
decide if to admit a new hard real-time instance, avoiding to waste a significant processor share for non-functional scheduling purposes. More complex
solutions can instead be used for off-line analysis and for theoretical purposes, when there are no particular timely requirements.
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We will hereafter summarize how the research community answered to
the above questions for the models here considered. Since a uniprocessor
system can be viewed as a special case of a multiprocessor systems (having
m = 1), we believe to be useful to briefly remind the state-of-art in the
uniprocessor scheduling analysis. In this way, it will be possible to better
appreciate the complications arising with platforms composed by more the
one CPU.
1. Uniprocessor scheduling analysis
1.1. Feasibility problem and dynamic priority schedulers. The
run-time scheduling problem for uniprocessor systems can be easily solved
using the well-known result on the optimality of preemptive edf in scheduling arbitrary collection of independent jobs [LL73, Der74]. Therefore,
the feasibility problem coincides with the edf-schedulability problem. However, both these problems are known to be co-NP-hard [LM80] in the strong
sense [BHR90] for periodic task systems with constrained and arbitrary
deadlines1. Thus, it seems very unlikely to find an algorithm that is able to
solve the above problems in polynomial or pseudo-polynomial time.
An exact test with exponential complexity can however be derived using
the notion of demand of a real-time application:
Definition 1.1 (Demand). The demand η(t1 , t2 ) of a real-time system
over an interval [t1 , t2 ) is defined as the sum of the execution requirements
of all jobs having arrival times at or after time-instant t1 , and deadlines at
or before time-instant t2 .
It can be proved [BG03] that a collection of jobs is feasible on a single
processor if and only if in every interval the demand is lower than or equal
to the length of the considered interval. When considering periodic tasks,
the number of interval to check can be bounded using the following theorem,
proved in [BHR90]2.
Theorem 1.2 (Baruah, Howell, Rosier). A periodic task set is feasible
on a single processor if and only if
η(t1 , t2 ) ≤ t2 − t1 , ∀(t1 , t2 ) | 0 ≤ t1 < t2 < 2H + Dmax + rmax ,

where H = lcm1≤i≤n {Ti }, Dmax = max1≤i≤n {Di } and rmax = max1≤i≤n {ri }.
So, if a task set is not feasible, there should be an interval in which the
demand is higher than the interval length, within the first 2H + Dmax + rmax
time-units. Exploiting the optimality of edf, we can then derive a feasibility
test by generating the edf schedule over interval [0, 2H + Dmax + rmax ): if a
deadline is missed, then every other scheduling algorithm would have missed
a deadline, and the task set is not feasible; if instead no deadline is missed,
then the demand is always lower than the interval length, for any interval
contained in [0, 2H + Dmax + rmax ). Theorem 1.2 allows then to conclude
that the task set is feasible. Note that such test has exponential complexity,
1As proved in [BHR90], this results is true even if system utilization is bounded from
above by a positive constant
2We show here a corrected version reported in [BG03]
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since the edf schedule needs to be generated until a time proportional to
the task set hyperperiod.
However, it is possible to derive feasibility tests with a reduced complexity for other task models. For implicit deadline task systems, a simple linear
time exact feasibility test is given by the well-known edf-schedulability condition derived in [LL73]: Utot ≤ 1. For synchronous periodic task systems,
a pseudo-polynomial test can be derived. As observed in [BG03], the NPhardness result of asynchronous periodic task systems “critically depends
upon being permitted to assign different values to the offset parameters of
the periodic task system; hence, the intractability result doesn’t extend to
synchronous periodic task systems”. In [BMR90], it is proved that it is possible to check the feasibility of arbitrary deadline synchronous task system,
by generating the edf schedule until time


Utot
.
max {Ti − Di } ,
Lmax = min H,
1 − Utot τi ∈τ

If no deadline is missed in that interval, the task set is feasible. Note that, for
systems having Utot < 1, the above test has pseudo-polynomial complexity.
Instead of generating the edf-schedule, an alternative is checking if the
following inequality is satisfied for every L ≤ Lmax :
X
(1.1)
dbfi (L) ≤ L,
τi ∈τ

where dbfi (t) is the “demand-bound function” of a task τi in t, and is
defined as


 
t − Di
+ 1 Ci .
(1.2)
dbfi (t) = max 0,
Ti

Since the LHS of Condition 1.1 may increase only for values of L satisfying
L ≡ (kTi + Di ), where k is a positive integer and 1 ≤ i ≤ n, it is sufficient
to check Condition 1.1 only at all such values of L ≤ Lmax .
The same pseudo-polynomial test can be used as a sufficient feasibility
test for asynchronous task sets with total utilization strictly less than one,
since it can be proved that the synchronous case represents a worst-case
situation for periodic task systems. The situation in which a task has the
highest response time is often called “critical instant”. We can therefore
say that the synchronous arrival of all tasks is a critical instant in a single
processor system. It follows that if the synchronous version of a periodic
task set is feasible on a single processor, then every asynchronous version of
the same periodic task set is also feasible.
In [BMR90], Baruah et al. prove that a critical instant can be found as
well for a sporadic task set when all tasks arrive at the same time and release
their instances as soon as possible. In other words, the feasibility problem for
sporadic task systems is equivalent to the simpler problem for synchronous
periodic tasks. The pseudo-polynomial test for synchronous periodic task set
can then also be used as an exact feasibility test for sporadic task systems.
We summarize all above results in Figure 2.1.
1.2. Fixed task priority schedulers. When limiting the attention
to task systems scheduled with fixed task priority, the run-time scheduling
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Figure 2.1. Feasibility problem for uniprocessor realtime systems.
problem reduces to the problem of finding a task priority assignment that is
able to schedule a given task set. Leung and Whitehead proved in [LW82]
that the feasibility problem of arbitrary and constrained deadline periodic
task systems scheduled with a fixed priority algorithm is co-NP-hard in the
strong sense3. They also proved that the schedulability problem of periodic
task sets with implicit deadlines (and, therefore, also the generalizations for
constrained and arbitrary deadlines) scheduled with fixed priority is as well
co-NP-hard in the strong sense. However, it is still unknown whether the
run-time scheduling problem is intractable, since the complexity of the feasibility problem may be entirely due to the intractability of the schedulability
problem.
There are other task models that allow to reduce the complexities of
the above problems. For implicit (resp.constrained) deadline sporadic and
synchronous periodic task systems, Rate Monotonic (resp. Deadline Monotonic) is an optimal priority assignment [LL73, LW82], that is, if a task
set according to the mentioned models can be positively scheduled with a
static priority scheduler, then it is also schedulable with rm/dm. This is
not valid for asynchronous task systems [GD97], nor for arbitrary deadline
systems [Leh90].
Moreover, the feasibility problem for sporadic and synchronous periodic
task sets with implicit and constrained deadlines can be solved in pseudopolynomial time. It can be proved that a critical instant for a task in a fixed
priority system is found when the task arrives together with all higher priority tasks, and each job is released as soon as possible [LL73, Liu00, But97].
The synchronous arrival of all periodic tasks represents then a worst-case
situation for periodic and sporadic task systems: if, with a particular priority assignment, no deadline is missed when tasks arrive at the same time and
every job is released as soon as possible, than no deadline is missed in any
other possible combination of job releases using the same priority assignment. The sporadic task model reduces then to the synchronous periodic
task model. The largest response time of a task in a synchronous periodic
task system with implicit or constrained (but not arbitrary) deadlines scheduled with fixed priority is found in the first job released by the considered
3Leung and Whitehead proved that it is possible to reduce the Simultaneous Congruences Problem (SCP) to the (complement of the) feasibility problem for periodic task
systems. The strong NP-hardness of SCP has then been proved in [BHR90]
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task [Liu00]4. Therefore, the feasibility of a synchronous periodic or a sporadic task system with implicit or constrained deadlines can be verified by
generating the optimal rm or dm schedule from a critical instant until the
largest deadline of any task. If each task meets its first deadline, then the
task set is feasible. Since it is necessary to simulate the system until time
Dmax , the complexity of the test is pseudo-polynomial. Instead of simulating the system, a simpler – albeit still pseudo-polynomial – necessary and
sufficient feasibility condition can be derived using the using the Response
Time Analysis (RTA) developed in [ABR+ 93, JP86, LSD89, ABW93].
Theorem 1.3 (from [ABR+ 93, ABR+ 93]). The worst-case response
time Rk of a task τk in a constrained deadline sporadic or synchronous
periodic task system scheduled with fixed priority on a single processor is
derived by the fixed point iteration of the following expression, with initial
value Rk = Ck :
X  Rk  
Cj
(1.3)
Rk ← Ck +
Tj
τj ∈hp(k)

where hp(k) is the set of tasks with priority higher then τk ’s.
An exact feasibility condition for sporadic or synchronous periodic task
sets with implicit or constrained deadlines is then derived by checking if the
worst-case response time of each task is less than or equal to the corresponding relative deadline, when an optimal (rm or dm) priority assignment is
used.
A simpler, but only sufficient, feasibility test for fixed priority implicit
deadline systems scheduled with rm is given by the utilization bound derived
in [LL73]5:
(1.4)

Utot ≤ n(21/n − 1).

This test is tight with relation to the total utilization, i.e., it is possible to
find infeasible task sets having a (higher) total utilization arbitrarily close
to the derived bound. Another test which is instead tight in the domain of
individual task utilizations is derived by Bini et al. in [BBB03]:
(1.5)

n
Y
(Ui + 1) ≤ 2.
i=1

We already mentioned that for unconstrained deadline task sets, as well
as for asynchronous periodic task sets, the feasibility and run-time scheduling problems are much more difficult. When deadlines can be larger than
periods, the synchronous activation of all higher priority tasks is still a critical instant for a task τk [LW82]; however, the first job of τk is not necessarily
the one with the largest response time, since later jobs can suffer a larger
interference due to precedence constrains; Lehoczky proved in [Leh90] that
the largest response time for a task τk is found in a level-k busy-period –
4With edf, instead, the largest response time can be in a later job; this job is however
released within the first busy period, i.e., the first interval of continuous execution until
the first idle time.
5The proof in [LL73] has a flaw that has been corrected in [DG00].
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Figure 2.2. Run-time scheduling problem for real-time
task sets scheduled with static priority on a single processor.
an interval of continuous execution of tasks with priorities higher than τk ’s
– starting with the simultaneous activation of all higher priority tasks. In
the same paper, a schedulability test is found for arbitrary deadline fixed
priority task systems, by iteratively checking for every task τk if the response
time (computed using RTA) of each τk ’s job contained in the first level-k
busy period is lower than or equal to the corresponding deadline. The complexity of the test depends on the busy period length. For systems having
total utilization less then or equal to one, the busy period cannot be longer
than the hyperperiod; the test has then exponential worst-case complexity.
When tasks can have initial offsets, the main problem is to find a critical
instant. A schedulability test can be found by simulating the system until
time 2H + rmax , as proved by Leung and Whitehead in [LW82]. This
solutions has clearly exponential complexity. In [ATB93] an alternative
method is shown that has a lower, although still exponential, complexity.
Regarding the run-time scheduling problem, it is possible to find a
polynomial-time reduction to the schedulability problem of fixed priority
real-time systems by using the optimal bottom-up priority ordering algorithm developed by Audsley in [ATB93]. This algorithm starts assigning
the lowest priority to a first task that is detected to be schedulable with such
priority, i.e. to the first task that can afford being interfered by all other
tasks. If no such task can be found, the algorithm stops, declaring the task
set infeasible. Otherwise, the next lowest priority is assigned to another task
that can meet its deadlines even if interfered by all remaining higher priority
tasks. And so on. The complexity of such priority assignment algorithm is
O(n2 × F ), where F is the complexity (typically exponential) of the test
used to check the schedulability at each step. Using Audsley’s algorithm together with a valid schedulability test, the feasibility problem is also solved
in exponential time.
The necessary and sufficient conditions derived in this section for static
priority systems are summarized in Figures 2.2, 2.3 and 2.4.
2. Existing results for global scheduling
The feasibility and run-time scheduling problems of a real-time system
scheduled upon a multiprocessor platform are much more difficult than in
the uniprocessor case, even for simpler task models. Hong and Leung proved
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Figure 2.3. Feasibility problem for real-time task sets
scheduled with static priority on a single processor.

Figure 2.4. Schedulability problem for real-time task
sets scheduled with static priority on a single processor.
in [HL92] that no optimal on-line scheduler exists for arbitrary collections
of jobs scheduled on a platform composed by more than one processor. They
basically showed that it is impossible to build an optimal scheduler without
knowing in advance the future arrivals and requests; a clairvoyant scheduler is needed in order to avoid taking premature scheduling decisions that
could lead to future deadline misses. Dertouzos and Mok showed in [DM89]
that no scheduling algorithm can be optimal for platforms composed by two
or more processors without complete a priori knowledge of i) deadlines, ii)
computation times, and iii) start-times of all jobs. If someone of these parameters is not known in advance, then for any algorithm one might propose,
it is possible to find a task system that can’t be scheduled by the proposed
algorithm, but that is schedulable using a different algorithm.
Fisher et al. recently derived a similar result for constrained and arbitrary deadline sporadic task systems, proving that an optimal scheduler for
such system would require clairvoyance [FBG, Fis07]. For implicit deadlines systems, there are instead optimal on-line scheduling algorithms for
both the periodic and sporadic task models [BCPV96, SA06]. Horn observed that the total utilization may be used as an exact feasibility test for
such systems [Hor74]: an implicit deadline task system is feasible on an
m-processor platform if and only if:
(2.1)

Utot ≤ m.
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Baruah et al. derived polynomial-time scheduling algorithms (PF and PD)
that generate a P-fair schedule for any feasible periodic task set [BCPV96,
BGP95]. A simpler P-fair algorithm (PD2 ) is presented in [AS01] and
proved optimal for sporadic task systems in [SA06]. Optimal schedulers for
periodic task systems that are not based on time-quanta are LLREF [CRJ],
EKG [AT06] and BF [ZMM03].
A further question that can be posed is whether an optimal online scheduler exists for constrained and arbitrary deadline periodic task systems. We
are not aware of any such scheduler, however we can show that clairvoyance
is not an issue for these systems.
Theorem 2.1. An optimal scheduler for constrained and arbitrary deadline periodic task systems doesn’t need to be clairvoyant.
Proof. The only variability in the definition of a periodic task system –
for which arrival times and deadlines of all jobs are completely specified – is
related to the exact computation times. The only constraint of such values is
that they be bounded from above by the corresponding WCETs. However,
the possibility of building an optimal online scheduler is not conditioned
by the a priori availability of the exact computation times, as we hereafter
prove.
If an optimal scheduler existed, then it would have to successfully schedule a task system in which all jobs execute for their whole WCET. This is
a completely determined system having known job arrival times, deadlines
and execution times. If such a schedule existed, we could then build an
(optimal) online algorithm that is able to positively schedule every other
possible situation in which jobs can execute less than their WCET: we replicate the previous (full-WCET) schedule, inserting idle times whenever a job
executes for less then its WCET. Since no deadline is missed in the original
schedule, no deadline is missed either in the new one.

Notice that the scheduler generated in the proof of the previous theorem
is non-work-conserving, but it is still an online scheduler, since the decision it
takes are not based on future events (excluding deadlines and arrival times,
that are pre-determined by the periodic task model). The existence of this
online scheduler is conditioned by the existence of an optimal scheduler for
completely determined periodic task sets. We are not aware of any such
scheduler. Horn derived an optimal scheduler for arbitrary collection of
completely determined jobs [Hor74]. The complexity of Horn’s algorithm
is O(N 3 ), being N the total number of jobs in the system. However, this
result can’t be easily extended to periodic task systems, since the number
of job to consider in that case is not finite. An option to sidestep this
problem can be to derive a “feasibility interval” representing the general
timely behavior of a system, so that if it is possible to find a valid schedule
for all jobs contained in this interval, then the whole system is feasible. To
check if a periodic task system is feasible, it would then be sufficient to
verify if Horn’s algorithm is able to schedule the set of jobs contained in the
feasibility interval. However, we are not aware of any method to determine
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feasibility intervals for general task systems6. Exploiting the optimality of
Horn’s algorithm with a limited number of jobs, it is instead possible to show
that (0, H] is a feasibility interval for synchronous periodic task system with
constrained deadlines: if Horn’s algorithm can schedule all jobs in (0, H],
then no job is active at the end of the fist hyper-period, being all deadlines
less than or equal to periods. Repeating the schedule with a period H, no
deadline is ever missed. We therefore obtained an exact feasibility test as
well as an optimal scheduler. Due to the high complexity of this method,
its applicability is limited to task sets with a very short hyperperiod.
Note that this method is not applicable to sporadic task systems with
constrained or arbitrary deadlines, since no feasibility interval is known in
this case. The synchronous arrival of all tasks with jobs released as soon as
possible is not a critical instant when more than one processor is used, as
shown in the next example.
example 1. Consider the following constrained deadline sporadic task
set τ = (1, 1, 2)(1, 1, 3)(5, 6, 6) (proposed in [Bar07]): the particular instance having all tasks contemporarily activated and all jobs released as
soon as possible is schedulable on m = 2 processors giving highest priority
to τ1 and τ2 . A different instance having the second job of τ1 delayed by
one time-unit is instead infeasible, by inspection. Therefore it is not possible to use the synchronous periodic case as a worst-case for multiprocessor
sporadic task systems.
2
An interesting (unanswered) question is whether a restricted version of
Theorem 2.1 is valid within a particular class of scheduling algorithms, i.e.,
if verifying the feasibility of a task system with a class of schedulers (workconserving or not, fixed or dynamic priority, preemptive or not, with or
without migration, etc.) requires knowing in advance the exact computation
times of all jobs – and therefore a clairvoyant scheduler – or can be done
online knowing only worst-case values.
The feasibility problem for asynchronous periodic task set scheduled on a
multiprocessor platform is co-NP-hard in the strong sense, as can be proved
generalizing the result obtained in the uniprocessor case [BHR90]. We summarize the run-time scheduling and feasibility problems for multiprocessors
in Figures 2.5 and 2.6.
To sidestep the difficulties of exact feasibility conditions, there are feasibility tests that are only sufficient or only necessary. We will briefly recall
these results. Note that every schedulability test associated to a particular scheduling algorithm represents as well a sufficient feasibility test (see
Section 3 for a presentation of the main existing schedulability tests).
With a processor share argument, it is possible to show that a simple
sufficient feasibility condition for periodic and sporadic task sets is:
λtot ≤ m.
6Cucu and Goossens derived feasibility intervals for synchronous and asynchronous

periodic task systems scheduled with fixed priorities [CG06, CG07]. They also showed
that any deterministic and memoryless algorithm is finally periodic, but no feasibility
interval is derived in this general case.
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Figure 2.5. Run-time scheduling problem for real-time
task sets scheduled on a multiprocessor platform.

Figure 2.6. Feasibility problem for real-time task sets
scheduled on a multiprocessor platform.
Task sets meeting the above condition can for instance be scheduled using
a Generalized Processor Sharing (GPS) server [PG93].
Tighter feasibility conditions can be derived introducing the notion of
loadF of a real-time system, defined as:
η(t1 , t2 )
.
(2.2)
load = max
.
t1 <t2 t2 − t1
A load-based sufficient feasibility condition has been derived by Fisher and
Baruah for constrained [FB07] and arbitrary deadline systems [FB08]. We
state below their test, denoted as FB, applying it to periodic and sporadic
task systems.
Theorem 2.2 (FB, from [FB07, FB08]). A periodic and sporadic task
system with arbitrary deadlines is feasible on an identical multiprocessor
platform if
m − (m − 2)λmax
.
(2.3)
load <
1 + λmax
It remains to show how to derive the load of a periodic or sporadic task
system. It can be proved [BMR90] that the demand η(t1 , t2 ) of a periodic
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or sporadic task system τ can be bounded from above by the following
expression:
X
(2.4)
η(t1 , t2 ) ≤
dbfi (t2 − t1 ),
τi ∈τ

where dbfi (t) is the “demand bound function” of τi in t, as defined by
Equation 1.2. From Equation 2.2, it follows:
P
τi ∈τ dbfi (t)
(2.5)
load ≤ max
t
t
Fisher et al. show in [FBB06] that to determine the above load bound
it is not necessary to compute the right hand side of the inequality at
every possible time instant, but it is sufficient to consider only integer
time values until the hyper-period of the task set. In the same paper,
they show as well methods to further reduce the number of points to consider, extending techniques previously proposed for the uniprocessor case
in [BHR90, RCM96, Cha03]; however, the complexity of these methods
are still exponential in the worst-case. To decrease the overall complexity, polynomial and pseudo-polynomial algorithms are proposed to compute an approximated estimation of the load within a given margin of error [AS04, BFB05, BF05b, FB05a, FB05b, FBB06]. For a complete
survey on how to efficiently check load-based conditions, see [Fis07].
The worst-case amount of execution a periodic or sporadic task set can
need during a whole hyperperiod H is Utot H. Since an m-processor platform
cannot execute more than mH time-units, it follows that a simple necessary
albeit not sufficient feasibility condition is:
Utot ≤ m.

Again, tighter necessary condition can be derived using the load of a realtime system. The following theorem is proved in [BF05a].
Theorem 2.3 (from [BF05a]). A real-time system is feasible on an
identical multiprocessor platform only if
(2.6)

load ≤ m.

Note that the above condition is not sufficient to guarantee feasibility,
as shown in the following example.
example 2. Consider task system τ = {(2, 2, 4); (1, 1, 2); (1, 1, 2)}. It is
clearly infeasible on m = 2 processors, although load = 2.
2
A tighter feasibility condition has been derived by Baker and Cirinei
in [BC06a]. Before stating their theorem, we first need to introduce the
“throwforward”, according to the terminology introduced by Johnson and
Maddison in [JM74]. The throwforward is essentially the minimum amount
of execution time that a job having release time or deadline outside a given
interval has to complete inside that interval. A job having both release time
and deadline inside the window will be considered for its entire worst-case
execution time. A job having only the arrival time inside the window will
be considered for the execution time contained in the considered window
when the job is scheduled as close as possible to its deadline. Finally, a job
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having only the release time outside the window, will be considered for the
amount of time it executes inside the considered window when the job is
immediately and continuously scheduled after its release time. The modified
demand η ∗ (t1 , t2 ) of a real-time system over an interval [t1, t2) is defined as
the sum of the throwforwards of all jobs having arrival time and/or deadline
inside interval [t1 , t2 ). The modified load is instead defined as:
η ∗ (t1 , t2 )
.
load∗ = max
.
t1 <t2 t2 − t1
The following theorem shows a necessary condition for feasibility using the
modified load.

(2.7)

Theorem 2.4 (from [BC06a]). A real-time system is feasible on an
identical multiprocessor platform only if
load∗ ≤ m.

(2.8)

Note that the task set used in Example 2 to show that Equation 2.6 is not
a sufficient feasibility condition is instead correctly recognized as infeasible
by Theorem 2.4, being load∗ = 3 > m = 2. However, the following example
shows that neither Equation 2.8 represents a sufficient feasibility condition.
example 3. Consider task set τ = {(1, 1, 2); (1, 1, 2); (2, 3, 3)} to be
scheduled on m = 2 processors: the modified load is load∗ = 2 ≤ m = 2,
however the task is easily found infeasible by inspection.
2
Baker and Cirinei showed in [BC06a] that an upper bound on the modified load of a periodic or sporadic task set can be found in a situation in
which all tasks are contemporarily released and every instance is activated
as soon as possible. In such a situation the modified demand can be bounded
from above by the following expression:
X
(2.9)
η ∗ (t1 , t2 ) ≤
dbf∗i (t2 − t1 ),

where
as

dbf∗i

τi ∈τ

is the “modified demand bound function” of τi , which is defined





 
t − Di
+ 1 Ti − Di + Ci .
= dbfi (t) + max 0, t − max 0,
Ti
From Equation 2.7, it follows:
P
∗
τi ∈τ dbfi (t)
(2.10)
load∗ ≤ max
.
t
t
To compute the above bound, it is possible to use the same techniques applied in the load case [AS04, BFB05, BF05b, FB05a, FB05b, FBB06].
For an overview on how to apply such techniques to check feasibility conditions based on the modified load, see [BC06a, Cir07].
As a last remark, note that the upper bounds on the load and on the
modified load given by Equations 2.5 and 2.10 are tight for sporadic and
synchronous periodic task systems, but not for asynchronous periodic task
systems. In other words, for sporadic and synchronous periodic task sets,
the worst-case load and modified load coincide with the corresponding upper
bounds. For these systems, a sufficient infeasibility test with polynomial or
dbf∗i (t)
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Figure 2.7. Relation among existing feasibility tests.
pseudo-polynomial complexity can then be found using the contrapositive
of Theorems 2.3 or 2.4: if the derived bound on the load or modified load
of a synchronous periodic or sporadic task set is strictly greater than the
number of processors, then the task set is not feasible.
We summarize in Figure 2.7 the existing relations among the feasibility
conditions described in this section, as proved in [FBB06, BC06a]. The
dotted region represents the next area to investigate in order to extend the
known feasibility frontier of multiprocessor real-time systems. Since no tight
feasibility or infeasibility test is known, there are two possible approaches:
finding tighter necessary feasibility conditions, or deriving better sufficient
feasibility or schedulability tests. In the next sections we will follow the
second approach, deriving novel schedulability tests that allow to increase
the number of schedulable task sets detected, raising the feasibility frontier
for the considered task models.
2.1. Predictability and Sustainability. A system that becomes unschedulable when execution requirements are reduced is not sufficiently robust for critical applications. To capture this concept, we introduce the
notion of “predictability”.
Definition 2.5 (Predictability). A scheduling algorithm A is predictable
if and only if the A-schedulability of a collection of jobs implies the Aschedulability of another collection with identical arrival times and deadlines, but smaller execution requirements.
Predictability is an important property for real-time systems. A non
predictable scheduler would cause anomalies that it is important to avoid.
In this work, we will exclusively consider predictable scheduling algorithms.
Note that Theorem 2.1 essentially says that an exact feasibility test for periodic task systems would be predictable, since it would only need to know
worst-case values instead of exact computation times. However, this doesn’t
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mean that every scheduling algorithm for periodic task systems is predictable. In most of the cases, the predictability of the considered algorithms
descends from the following theorem proved by Ha and Liu in [HL94]7.
Theorem 2.6 (from [HL94]). Every work-conserving priority-driven
global scheduling algorithm is predictable.
Whenever a non-work-conserving or a fully dynamic priority algorithm
is used, a separate predictability proof is provided.
Another concept that is closely related to predictability is sustainability, as defined by Baruah and Burns in [BB06]. We slightly modify their
definition, applying it to the task model here adopted.
Definition 2.7 (Sustainability). A scheduling algorithm A is sustainable if and only if the A-schedulability of a sporadic or synchronous periodic
task system implies the A-schedulability of the same task system modified
in any of the following ways: (i) decreasing execution requirements; (ii)
increasing periods or inter-arrival times; (iii) increasing relative deadlines.
Since sustainability includes as well the condition on the computation
times, a sustainable algorithm is also predictable.
The reason why we specialized the definition of sustainability only to
sporadic and synchronous periodic task systems is that, while there are many
sustainable schedulers for sporadic and synchronous periodic task systems,
it is possible to prove that no sustainable (with relation to periods) workconserving scheduling algorithm exists for asynchronous periodic task sets8.
Consider the following example presented in [BB06].
example 4. Two identical tasks τ1 = τ2 = (1, 1, 2) to be scheduled on
a single processor. The asynchronous periodic task set having release times
r1 = 0 and r2 = 1 is trivially schedulable by any work-conserving scheduler.
However, if the period of one of the tasks is increased to Ti = 3 there is no
algorithm that can schedule the resulting task set.
2
Even if there might be non-work-conserving schedulers that are sustainable also for asynchronous task sets, the present work doesn’t address this
kind of schedulers. Note that the task set used in the example has constrained deadlines. If we limit our attention to implicit deadline systems,
there are instead sustainable schedulers also for asynchronous systems. As
an example, consider uniprocessor edf: given a task system schedulable
with edf, the total utilization is less than or equal to one [LL73]. Increasing the period or decreasing the execution requirement of any task, the total
utilization is still less than one, and the task set remains edf-schedulable.
The concepts of sustainability and predictability, so far related to scheduling algorithms, can be as well extended to feasibility and schedulability
tests. A test is predictable/sustainable if and only if, given a task set passing the test, another task set with reduced timely requirements (as in the
definitions of predictability or sustainability) would as well pass the test. It
7The proof of this result has been corrected and extended to uniform multiprocessors
by Cucu and Goossens in [CG06].
8There are instead schedulers for asynchronous task sets that are sustainable with
relation to deadlines and execution times, like edf in the uniprocessor case [BB06]
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is easy to prove that schedulability tests related to predictable or sustainable
scheduling algorithms are as well predictable and sustainable. Instead, it is
possible to build predictable or sustainable schedulability tests even for task
systems scheduled with a non-predictable or non-sustainable algorithm.
The demand-based test of Theorem 1.2 and the RTA-based test of Theorem 1.3 are both sustainable schedulability tests for sporadic and synchronous periodic task systems scheduled, respectively, with edf and fp on a
single processor [BB06]. Since they are both necessary and sufficient tests,
it is possible to prove that edf and fp are sustainable scheduling algorithms
for single processor systems9. However, this is not true for multiprocessors,
due to the scheduling anomalies that characterize these systems. Consider
the following example.
example 5. Let τ be a synchronous periodic task set: {(1, 1, 2); (1, 1, 3); (5, 6, 6)}.
The task set can be scheduled on m = 2 processors by both edf and fp;
however, increasing the period of the second task by one unit to T2 = 4, the
task set becomes infeasible.
2
Therefore, neither edf nor fp are sustainable scheduling algorithms for
periodic task systems. Whether they are sustainable scheduling algorithms
for sporadic task systems is an open question. Considering only implicit
deadline systems, it is possible to prove that P-fair algorithms are sustainable
for periodic and sporadic task systems: increasing the period or decreasing
the computation time of any task, the total utilization decreases, the inequality Utot ≤ m is still valid and the task set is still P-fair-schedulable.
To gain the important sustainability property when a non-sustainable
algorithm is used, an option is to build a sustainable schedulability test. In
this way, it would be possible to assure that a task set passing the test, would
still be schedulable with the considered algorithm when timely requirements
are reduced. Note that a sustainable schedulability test for periodic task sets
is also a valid test for sporadic task sets: since sustainability with relation
to periods must be granted, it is assured that a periodic task set remains
schedulable with larger inter-arrival times, and therefore for every possible
legal sequence of job arrivals in the sporadic task model.
2.2. Fixed job priority schedulers for multiprocessors. We are
mainly interested in systems having a low scheduling overhead, in terms
of complexity of the scheduling algorithm, as well as a low number of preemptions and of migrations. Priority-driven scheduling algorithms are good
candidates: since the priority of a job doesn’t change during job’s lifetime,
the number of preemptions and migrations is limited. Moreover, the simplicity of the scheduling algorithms has many advantages in the implementation
part, allowing to exploit many of the mechanisms used for well-known single
9While Theorem 1.2 is valid for arbitrary deadline systems, Theorem 1.3 is valid

only when deadlines are less than or equal to periods. For arbitrary deadlines systems
scheduled with fp, Lehoczky’s necessary and sufficient test [Leh90] can be used instead.
The sustainability of this test can be easily proved following the method used to prove
RTA’s sustainability in [BB06].
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processor systems. We will briefly remind the existing results in the scheduling analysis of fixed-job-priority scheduling algorithms for multiprocessor
systems.
To our knowledge, no optimal feasibility or schedulability condition for
sporadic task systems scheduled with fixed job-priority exists in literature.
The synchronous periodic case is not a critical instant for sporadic task
systems with constrained or arbitrary deadlines, as can be proved by noting that the synchronous periodic instance of task set τ in Example 1 is
schedulable also with a priority-driven scheduler, as edf.
Cucu and Goossens showed in [CG06] that (0, H] is a feasibility interval for implicit and constrained deadline synchronous periodic task systems
scheduled with a deterministic and memoryless algorithm10. The most used
priority-driven preemptive global schedulers are all deterministic and memoryless: edf, edf-us, edf-ds, fpedf, edfk , etc. Since these algorithms are
as well work-conserving, they are also predictable [HL94]. Therefore, an
exact schedulability test for implicit and constrained deadline synchronous
periodic task systems scheduled with a priority-driven scheduler can be derived verifying if the generated schedule misses any deadline in (0, H]. A
feasibility test follows applying the previous result to all possible N ! job priority assignments, being N the total number of jobs in the first hyperperiod,
and generating the corresponding schedule until the end of the first hyperperiod. Due to the high complexity of such test, its practical application is
limited to systems having a very small number of jobs per hyper-period. The
exhaustive search among all possible job priority assignments is as well the
only known solution for the run-time scheduling problem of priority-driven
systems. No other optimal11 algorithm is known. We are not aware of any
similar solution for arbitrary deadline systems, since it is not known if (0, H]
is a feasibility interval for these systems.
Regarding the complexity of the feasibility problem of priority-driven
systems, the only known result refers to the strong NP-hardness of this problem for constrained and arbitrary deadline asynchronous periodic task systems, as can be proved generalizing the uniprocessor case. The schedulability
problem of asynchronous periodic task systems is NP-hard in the strong
sense for all deadline models, since the analogous problem for uniprocessor
systems scheduled with fp is NP-hard [LW82] in the strong sense [BHR90],
and fp is a priority-driven scheduler. No exact feasibility or schedulability
condition is known for priority-driven asynchronous task systems. Cucu and
Goossens proved in [CG] that an arbitrary deadline asynchronous periodic
task system scheduled with a priority-driven request-dependent algorithm
is finally periodic with period H. A feasibility condition with unbounded
10A deterministic algorithm is an algorithm that always takes the same decision

in identical conditions. A memoryless algorithm is an algorithm that takes scheduling
decision considering only the execution requirements of currently active tasks, ignoring
previous scheduling decisions. An example of non-memoryless algorithm is given by nonpreemptive schedulers, since they need to know which tasks were scheduled during the
previous time unit.
11When a particular class of schedulers is considered, we call “optimal” an algorithm
that can positively schedule every task system that is schedulable with an algorithm in
the same class.
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Figure 2.8. Feasibility problem for priority-driven
multiprocessor scheduling algorithms.

Figure 2.9. Schedulability problems for prioritydriven multiprocessor scheduling algorithms.

complexity consists in simulating the systems until the schedule becomes
periodic. Anyway, no finite bound is given to reach a periodic situation. Leung claimed in [Leu89] that an exact feasibility condition for llf, edf and
fp consists in checking if (i) every deadline is met until time rmax + 2H and
(ii) the last job of every task executed for the same amount of time at instants rmax + H and rmax + 2H. Anyway, the proof of the theorem is wrong,
since there are schedulable task set that reach a periodic situation later than
rmax + 2H, as shown by the following example taken from [BC07b].
example 6. Consider the following asynchronous periodic task set with
implicit deadlines τ = {(2, 3); (3, 4)(3, 6)}, with r1 = 0, r2 = 4andr3 = 1, to
be scheduled with edf on m = 2 processors. By building the schedule, it is
possible to see that at time rmax + H = 16 and rmax + 2H = 28 the situation
isn’t yet periodic (at time 17 and 29 there are two different schedules).
However, a periodic behavior is reached after a further hyperperiod. Since
no deadline is missed, the task set is schedulable with edf.
2
The state-of-art of feasibility and schedulability analysis for prioritydriven schedulers is summarized in Figures 2.8 and 2.9.
Given the extreme complexity of finding exact results, a more conceivable approach is considering sufficient albeit not necessary schedulability
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conditions. There are many sufficient schedulability tests in literature, related to the main priority-driven global scheduling algorithms [GFB01,
Bak03, BCL05a, Bak05, TM07]. We will describe the most effective
tests in Section 3.
2.3. Fixed task priority schedulers for multiprocessors. The feasibility problem for implicit (and therefore as well for constrained and arbitrary) deadline synchronous periodic task systems scheduled with fixed
priority on a multiprocessor has been proved NP-hard in the strong sense by
Leung and Whitehead in [LW82]12. The complexity of the (more complex)
feasibility problem for asynchronous periodic task systems follows from the
above result. Generalizing the uniprocessor case, it is possible to show that
also the schedulability problem for asynchronous task systems is NP-hard
in the strong sense for all considered deadline models.
The synchronous periodic case is not a critical instant for sporadic task
systems with any deadline model, as can be proved with the following example.
example 7. Consider the following implicit deadline periodic task set:
{(2, 4); (2, 4); (2, 4); (2, 4)}. It is schedulable with any priority assignment if
tasks are contemporarily released, i.e., ri = 0, ∀i. But if the release time
of the highest priority task is increased by one time-unit, the lowest priority task misses its deadline. This example can be easily generalized to
constrained and arbitrary deadline systems.
2
Cucu and Goossens derived exact schedulability tests for periodic task
systems in [CG06], proving that (0, H] is a feasibility interval for implicit
and constrained deadline synchronous periodic task sets scheduled with any
deterministic and memoryless algorithm (as is fp). When deadlines can
be greater than periods, an additional requirement is that all previous jobs
be completed at time instant H [CG07]. For asynchronous task systems,
the authors provided longer feasibility intervals that allow to find exact
conditions with exponential complexity for constrained [CG06] and arbitrary [CG07] deadline systems.
Using above feasibility intervals, it is possible to solve the feasibility and
the run-time scheduling problems for periodic task systems checking all possible n! priority assignments [Cuc08]. The complexity of this approach is
very high, limiting the applicability of this method to very simple task sets.
Anyway, this is the only known optimal priority assignment. Note that rm
and dm aren’t optimal, even in the simplest synchronous periodic case, due
to Dhall’s effect [DL78]. Moreover, Audsley’s bottom-up priority ordering
algorithm [ATB93] described in Section 1.2 is not valid for multiprocessor
systems, since the order in which priorities are assigned influences the interference on lower priority tasks. In other words, lowest priority viability is
12The authors reduced the Simultaneous Congruences Problem (SCP) – proved NPhard in the strong sense in [BHR90] – to the fixed-priority feasibility problem. In the same
paper, the authors claim that the run-time scheduling problem for synchronous systems
is as well NP-hard in the strong sense; however, this result is not correctly proved, since
the synchronous arrival of all tasks is assumed being a critical instant, which is not true
in the multiprocessor case. Therefore, the run-time scheduling problem remains open.
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Figure 2.10. Feasibility problem for multiprocessor
systems scheduled with static priority.

Figure 2.11. Schedulability problem for multiprocessor systems scheduled with static priority.

conditioned by the existing relations among higher priority tasks, as shown
by the following example presented in [AJ00b].
example 8. Consider the following synchronous periodic task set τ =
{(1, 3); (1, 3); (2, 3); (2, 4)}. The task set is schedulable assigning priorities
according to task indexes, giving highest priority to τ1 . When instead τ2 ’s
and τ3 ’s priorities are swapped, the interference on task τ4 increases, causing
a deadline miss.
2
No exact test nor optimal priority assignment is known for sporadic
task systems. Anyway, there are many sufficient schedulability tests in literature, related to the main priority assignments for fixed priority global
scheduling [ABJ01, And03, BCL05b, Bak06a, TM07]. We will describe
the most effective tests in Section 3. A summary of the results described in
this section is instead represented in Figure 2.10 and 2.11.
2.4. Multiprocessor anomalies. As explained in the previous sections, the problem of scheduling a real-time task set onto a multiprocessor
platform presents various anomalies that don’t take place in the uniprocessor
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case. In Section 2.2, we described Dhall’s effect, for which there are task systems with total utilization arbitrarily close to one that are not schedulable
with classic scheduling algorithms like edf or rm/dm.
Another algorithm that is optimal only in the uniprocessor case is Least
Laxity First (llf) [Leu89]13. To prove that llf is not optimal for multiprocessors, we introduce the following lemma.
Lemma 2.8. An upper bound on the schedulable utilization of implicit
deadline task sets scheduled with the Least Laxity First algorithm (llf) on
two processors is 3/2.
Proof. Consider a synchronous periodic task set τ = {(1 + , 2); (1 +
, 2); ( 2(1−)
, 2 )}, with  < 1 and integer 1 , having total utilization Utot = 2

to be scheduled on a two processors platform. When all tasks start at the
same time, τ1 and τ2 have initial laxity 1−, while τ3 has laxity 2. Therefore,
only τ1 and τ2 will execute until time 1 + . At that time all tasks have the
same laxity, but the first two tasks already completed their jobs; τ3 will then
be the only tasks executing in the system until t = 2, leaving a processor
empty during interval [1 + , 2), as shown in Figure 2.12. Since the total
utilization equals the number of processors, and a processor is idled for a
time instant, there will be a deadline miss in the system before H = D3 = 2 .
Now, from the above task set it is possible to derive another task set τ 0
with lower utilization that still misses a deadline. In the new task set, τ10
+ (1 − )k, 2 + 2k).
and τ20 are as in the previous example, while τ30 = ( 2(1−)

0
The laxity of τ3 is initially 2 + k(1 + ), which is greater than the initial
laxities of τ10 and τ20 . Therefore, the same schedule of Figure 2.12 will be
executed until time 2. At this time, the laxity of τ30 is still higher than the
laxities of the second jobs of τ10 and τ20 , and the same schedule is executed
again. This situation periodically repeats until time 2k, when τ3 ’s laxity
becomes 2. At this time, the system is in the same conditions (remaining
execution time, laxity and time-to-deadline of each task) the previous task
set τ was at time t = 0. Since llf is deterministic, there will be a deadline
miss also in this case.
Taking k >> 1 , τ3 ’s utilization approaches 1−
2 . When  → 0, it can be

verified that the total utilization is close to 32 , proving the lemma.
Since there are scheduling algorithms, like Pfair schedulers [BCPV96,
AS00], that are able to schedule all implicit deadline task systems having
total utilization Utot ≤ m, the next results follows from the previous lemma.
Corollary 2.9. llf is not optimal when used as a global scheduler for
implicit deadline systems on m > 1 processors14 .
Apart from the non-optimality of classic uniprocessor algorithms, there
are other peculiar situations that take place when scheduling real-time tasks
13In the cited paper, there is a theorem claiming that llf dominates edf, however

the proof is wrong as shown in [KPT00]. Nevertheless, the proof can be modified to show
that llf is at least as good as edf in the single processor case.
14Lee and Epley proved in [LE92] that llf is a suboptimal scheduler for multiprocessor systems, meaning that it successfully schedules every feasible set of ready jobs.
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1+

2

τ1
τ2
τ3
Figure 2.12. First instants of the llf schedule of task set
τ = {(1 + , 2); (1 + , 2); ( 2(1−)
, 2 )}.

on a multiprocessor platform. Example 1 showed that the synchronous periodic arrival of all instances is not a critical instant for the general feasibility
analysis of multiprocessor systems when deadlines are different from periods,
neither within the restricted class of priority-driven schedulers. Example 7
extended the above result to implicit deadline task systems scheduled with
fp. The next example, proposed in [GFB02], proves the same property for
implicit deadlines task systems scheduled with edf.
example 9. Consider the following implicit deadline task set τ = {(4, 8); (4, 8); (6, 6)}
to be scheduled onto a two-processor platform. It is easy to see that the
synchronous periodic instance is edf-schedulable, using an appropriate tiebreaking rule in favor of task τ3 15. However, the particular asynchronous
instance obtained delaying the third task by three time-units is not schedulable with edf.
2
The above examples show that maximizing the processor demand of possibly interfering tasks doesn’t imply that the effective interference produced
in the multiprocessor case is maximized. In effect, for a task to be interfered,
it is not enough to schedule higher priority task on one of the processors, but
it is necessary that all m processors be contemporarily occupied by higher
priority tasks, so that different task contributions can combine to form an
interfering block. Therefore, classic uniprocessor techniques, like Response
Time Analysis (RTA) for fixed priority or demand-based tests for edf, cannot easily be adapted to find exact tests for multiprocessor systems, since
they consider the synchronous arrival of all tasks as a critical instant and
don’t distinguish whether the various task instances form interfering blocks.
As shown in Example 8, also the bottom-up priority assignment proposed
in [ATB93] is not valid for multiprocessor systems scheduled with fp, since
the priority relations among higher priority tasks influence the way in which
these tasks can combine to form interfering blocks, potentially delaying the
execution of lower priority tasks.
For multiprocessor systems scheduled with edf, another difference from
the uniprocessor case is that the busy interval until the first idle point is
not a feasibility interval for synchronous periodic task sets, for any deadline
model. Consider the following example presented in [GFB02].
15This example shows as well that the tie-breaking rule is meaningful for the global
edf-schedulability, in contrast to the uniprocessor case (see [GD99]).
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example 10. An implicit deadline task set τ = {(3, 6); (2, 7); (5, 5)} is
scheduled with global edf upon a two-processor platform. By simulating
the schedule, it can be seen that the first busy period ends at time t = 5,
while there is a deadline miss occurring later at time t = 85.
2
The peculiar way in which task instances should combine to produce
interference in the multiprocessor case has also repercussions on the sustainability of classic scheduling algorithms. Example 5 shows that edf and
fp, that were sustainable scheduling algorithms in the uniprocessor case,
lose this property when used as multiprocessor global schedulers.
Another somewhat counterintuitive property of multiprocessor systems
can be found comparing priority-driven global and partitioned scheduling.
It can be proved that these classes are “incomparable”, meaning that there
are task sets that are feasible within one of the classes but not within the
other, and viceversa. This is valid both for periodic and sporadic task sets.
Consider the following example shown in [Bar07].
example 11. A sporadic task set τ = {(2, 2, 3); (3, 3, 4); (4, 12, 12); (3, 12, 12)}
has to be scheduled on m = 2 processors. The task set can be positively
scheduled with a partitioned scheduler that assigns tasks τ1 and τ3 to one of
the processors and the remaining tasks to the other processor, using edf as
local scheduler. Instead, it can be verified that every possible priority-driven
global scheduler will miss a deadline in the synchronous periodic situation.
Consider interval [0.12). Every priority-driven scheduler that don’t assign
highest priorities to all jobs of τ1 and τ2 will trivially incur in a deadline
miss; instead, every other scheduler will cause a deadline miss at time 12
due to the lowest priority job between τ3 ’s and τ4 ’s, and idling one processor
over [11, 12).
2
Since fixed-task-priority schedulers are a subset of fixed-job-priority schedulers, the incomparability between global and partitioned scheduling is also
valid when tasks have static priorities.
When considering sporadic task systems, we previously mentioned that
no optimal on-line scheduling algorithm exists for arbitrary job collections [HL92]
and for sporadic task systems with constrained deadlines [FBG, Fis07]
when the number of processors is greater than one. Even if the solution
of the run-time scheduling problem is precluded for such systems, an interesting question is which scheduler can have better performances with
relation to some particular metric, like schedulable utilization, schedulable
load, average number of schedulable task sets from a particular randomized
distribution, resource augmentation bound [PSTW97, BF07a] (speed-up
factor necessary to guarantee that a feasible task set can be scheduled with
the considered non-optimal algorithm on a faster platform), etc.
To address these problems, it is necessary to derive tight schedulability
tests that can adequately measure the performances of the considered schedulers, to guarantee a predictable behavior. Given the intractability of the
schedulability analysis of most multiprocessor real-time systems, finding efficient schedulability tests is at least as important as finding “good” scheduling algorithms. Typical factors that are considered while evaluating a
multiprocessor scheduling algorithm include:
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• the tightness of the associated schedulability tests and the number
of schedulable task sets detected according to such tests;
• the run-time complexity of both the scheduler and the schedulability tests;
• the number of preemptions and migrations of the scheduler;
• the predictability and the sustainability of the algorithms.
In the next sections, we will recall the main existing sufficient schedulability tests for multiprocessor global schedulers. We will then propose
new approaches to improve the schedulability analysis of multiprocessor systems, deriving novel techniques that are able to recognize a higher number
of schedulable task sets, with reduced run-time complexity and predictable
behavior.
3. Sufficient schedulability tests
In this section we present the most efficient schedulability tests in literature, analyzing the relations among them, and showing their main drawbacks. We omit existing results that are generalized by the results below
described. For a clearer understanding, we separately address the tests associated to fixed-priority, priority-driven and dynamic-priority schedulers.
Since none of the described tests makes use of the release times of the
tasks, all tests are valid sufficient schedulability conditions for sporadic,
synchronous and asynchronous periodic task systems.
3.1. Sufficient schedulability tests for fp scheduling. The advantages of fixed priority schedulers are mainly related to the low run-time
complexity of this kind of scheduling algorithms and to the bounded number
of preemptions and migrations in systems scheduled with such policy. In a
situation where it is difficult to find optimal algorithms to schedule a given
computing workload, these can be key factors to consider when deciding
which scheduler to adopt. The difficulties in finding optimal multiprocessor
algorithms “mitigate” the scheduling losses due to the non-optimality of fp
on uniprocessor systems. In other words, a good priority assignment may be
able to schedule an acceptable workload at a reduced implementation cost
and run-time overhead. To better evaluate if a fp-schedule can effectively
reach good scheduling performances, it is necessary to derive sufficiently
tight schedulability tests.
Among previous works addressing the schedulability analysis of systems
scheduled with fixed priority, Andersson et al. [ABJ01, And03] provided
utilization based tests for tasks sets scheduled with rm priority assignment.
We will refer to the following test as ABJ.
Theorem 3.1 (ABJ, from [ABJ01, And03]). An implicit deadline periodic or sporadic task set can be successfully scheduled by rm priority assignment on m processors if the total utilization is at most m2 /(3m − 2) and
every task has individual utilization less than or equal to m/(3m − 2).
To reach a higher utilization bound, they proposed an alternative priority assignment called rm-us[Uth ] that gives highest priority to the tasks
having utilization above a given threshold Uth , and schedules the other ones
with rm. Using Theorem 3.1, they prove the following result.
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Corollary 3.2 (from [ABJ01, And03]). An implicit deadline periodic or sporadic task set can be successfully scheduled by rm-us[m/(3m −
2)] priority assignment on m processors if the total utilization is at most
m2 /(3m − 2).
In [Lun02], an optimal threshold value for rm-us is derived, however
this result is not rigorously proved. In Chapter 3, we will suggest a different
threshold value for rm-us, that allows to derive a utilization bound that is
tighter than the one of Corollary 3.2.
Another interesting priority assignment that allows to partially overcome Dhall’s effect is AdaptiveTkC, proposed for implicit deadline systems
by Andersson and Jonsson in [AJ00b]. It assigns priorities according to a
weighted difference
between periods and execution times: (Ti − kCi ), with
√
m−1+ 5m2 −6m+1
. The authors don’t derive any associated schedulak =
2m
bility test for general task systems. However, they show that a particular
class of implicit deadline task sets, having m tasks with the same periods
and same execution times and one additional task, is schedulable with AdaptiveTkC if
2m
√
.
Utot ≤
3m − 1 + 5m2 − 6m + 1
For this class of task sets, the particular choice of k is optimal, and the
above utilization bound is tight.
For general task system scheduled with fp, an upper bound on the
1
schedulable utilization is m
2 + 3 , as shown by the following example proposed in [AJ01].
example 12. Consider a synchronous task set composed by m tasks
τi with Ci = 1 and Di = Ti = 2, and another task τm+1 with Ci = 1
and Di = Ti = 3. If we increase by an arbitrarily small  the worst-case
computation times of tasks τ1 , . . . , τm , there is no priority assignment that
can positively schedule the task set: if we give lowest priority to τm+1 , than
it will miss its deadline at time t = 3; otherwise, if τm+1 ’s priority is higher
than the priority of one of the other tasks, the latter task will miss its
deadline at time t = 2.
2
An upper bound on the schedulable utilization with rm is instead found
in [Bak03, Bak06a], where a barely schedulable task set is built adapting
to the multiprocessor case a task set used by Liu and Layland in [LL73]
to derive a tight uniprocessor bound for rm. An arbitrarily low increase in
the total utilization of such task set would result in a deadline miss. The
utilization bound is a function of m and of the maximum utilization Umax
of the considered task set: Umax + m ln( 1+U2max ).
When deadlines can be different from periods, polynomial tests for periodic and sporadic task sets have been derived by Baker for constrained
deadlines in [Bak03], and later improved and extended for arbitrary deadlines in [Bak06a]. The idea behind Baker’s tests is based on the consideration that if a job Jkj of task τk misses its deadline djk , it means that other
higher priority tasks execute in interval [djk − ∆k , djk ] for at least m(∆k − Ck )
time-units. The situation is depicted in Figure 2.13. When a deadline is
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Figure 2.13. Situation when a deadline is missed for task τk .
missed for task τk , it should therefore be
X
(3.1)
Wi (djk − ∆k , djk ) > m(∆k − Ck ).
i<k

Dividing both terms by the length of interval [djk − ∆k , djk ], we obtain
X
.
(3.2)
Li (djk − ∆k , djk ) > m(1 − λk ) = νk
i<k

If it would be possible to show, for every job Jkj , that higher priority tasks
cannot generate so much workload in interval [djk −∆k , djk ], the schedulability
would be guaranteed. Unfortunately, checking the condition directly in [djk −
∆k , djk ] is not simple without overestimating the contribution of each task.
To find a better estimation, Baker proposes to enlarge the interval to the
largest possible interval such that the total effective load imposed by higher
priority tasks is still greater than νk . This new interval is called νk -busy
window. By deriving an upper bound on the effective load produced in the
νk -busy window, the following result is obtained.
Theorem 3.3 (from [Bak06a]). A periodic and sporadic task set τ with
arbitrary deadlines is schedulable with fp on m processors if, for all τk ∈ τ ,
there is a λ ∈ {λk } ∪ {U` |U` ≥ λk , ` < k} such that
(3.3)

k−1
X
i=1

min(1, βi,k (λ)) ≤ m(1 − λ),

where
 
Ui 1 +

βi,k (λ) =
Ui 1 +



Ti −Ci
Dk 
Ti −Ci
Dk

if
+

Di
Dk



m
Ui − λ m−1

if

m
Ui ≤ λ m−1

m
Ui > λ m−1

In the worst-case, the above schedulability test needs to check Equation 3.3 for all possible λ assignments and for each task τk . The overall
complexity is therefore O(n3 ). Reducing the precision of the test, Baker proposed simplified conditions with lower complexity. An O(n2 ) test is derived
taking λ = λk , instead of trying all possible λ assignments. A utilization
based test for implicit deadline systems is instead derived from Theorem 3.3
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taking Di = Ti and using pessimistic values to simplify the schedulability
condition:
Xm
(1 − Umax ) + Umin .
(3.4)
Utot ≤
2
In [Bak03] a stronger result is derived by Theorem 3.3, in which the Umin
in the RHS term of Equation 3.4 is replaced by Umax . However, the proof
had a flaw, as explained in [Bak06a]. We will prove in Chapter 3 that this
stronger condition is indeed correct, and that a similar result (with densities
instead of utilizations) is valid also for constrained deadline systems.
Theorem 3.3 has been later modified in [TM07], applying techniques
developed in [BCL05a, BCL05b]. We will better describe these techniques
in Chapter 4.
Theorem 3.4 (BC, from [TM07]). A periodic and sporadic task set τ
with arbitrary deadlines is schedulable with fp on m processors if, for all
τk ∈ τ , there is a λ ∈ {λk } ∪ {U` |U` ≥ λk , ` < k} such that
(3.5)

k−1
X
i=1

where

min(1 − λ, βi,k (λ)) < m(1 − λ),

 
Ui 1 +

βi,k (λ) =
Ui 1 +



Ti −Ci
Dk 
Di
Ti −Ci
+D
Dk
k

(Ui − λ)

if

Ui ≤ λ

if

Ui > λ

From now on, we will refer to the above test as BC. The difference
between BC and the test of Theorem 3.3 lies in the 1 − λ term inside the
m
minimum (improving the tightness of the test), and in the m−1
term inside
the definition of βi,k (resulting in a worse upper bound on the load)16. The
overall result seems in favor of BC, which is able to detect a much higher
number of schedulable task set among a randomly generated distribution of
task sets, as shown in [TM07].
A different approach has been used by Baruah and Fisher to derive
load-based schedulability conditions for periodic or sporadic task systems
scheduled with dm priority assignment. To capture the fact that a task
can be interfered only by higher priority tasks, a k-order load loadk and a
k-order maximum density λmax,k are defined as follows:
!
Pk
dbf
(t)
.
i
i=1
(3.6)
loadk = max
t
t
(3.7)

. k
λmax,k = max λi .
i=1

The following theorem is proved for task systems with constrained [FB06a]
and arbitrary [BFb] deadlines.
16Note that another difference is in the strict inequality. The original BC test has

also an additional condition that considers the case in which both sides of Equation 3.5
are equal: the existence of a task τi<k for which βi,k (λ) < 1 − λ; we decided to omit this
condition, since it is applicable to a very limited number of task sets.
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Theorem 3.5 (from [FB06a, BFb]). A periodic and sporadic task system with arbitrary deadlines is dm-schedulable upon an m-processor platform
if, for all τk ∈ τ ,
1
(3.8)
loadk ≤ (m − (m − 1)λmax,k ) .
3
1
In the same papers, a processor speedup bound of (4 − m
) is proved,
meaning that a task set τ passes the dm-schedulability test of Theorem 3.5
1
)
if it is feasible on a platform composed by m processors that are (4 − m
1
times slower. In other words, a speedup factor of (4 − m ) compensates for
both the non-optimality of the dm scheduling algorithm and the inexactness
of the schedulability test.
A tighter schedulability condition is derived by the same authors in [Bar08]
(for constrained deadlines) and [BFa] (for arbitrary deadlines).

Theorem 3.6 (BF, from [Bar08, BFa]). A periodic and sporadic task
system is dm-schedulable upon an m-processor platform if, for all τk ∈ τ ,


µk µk − CΣ,k /Dk
,
,
(3.9)
loadk ≤ max
3
2
where
.
µk = m − (m − 1)λmax,k ,
and CΣ,k is the sum of the (dµk e−1) largest values from among {C1 , C2 , . . . , Ck }.
For the above dm-schedulability test, the following processor speedup
bound has been proved:
2(m − 1)
√
,
(4m − 1) − 12m2 − 8m + 1
√
approaching (2 + 3) ' 3.73 as m → ∞. We will refer to the test of
Theorem 3.6 as BF.
In Chapters 4 and 5, we will present new methods that will be able to
detect a higher number of schedulable task sets scheduled with fixed task
priority algorithms.
3.2. Sufficient schedulability tests for priority-driven schedulers. Regarding the schedulability analysis of real-time instances scheduled with priority-driven algorithms, a first interesting result has been derived by Phillips et al. in [PSTW97] for systems scheduled with edf.
Theorem 3.7 (from [PSTW97]). Any collection of independent jobs
that is feasible upon m processors of a given speed, is schedulable with global
1
) times as fast.
edf upon m processors each of which is (2 − m
This resource augmentation technique has been used by Goossens et al.
in [GFB01] as a basis to prove a utilization-based schedulability test for
implicit deadline periodic and sporadic task systems scheduled with edf.
Theorem 3.8 (from [GFB01]). A task set τ composed by periodic and
sporadic tasks with implicit deadlines is edf-schedulable upon a platform
composed by m processors, if
(3.10)

Utot ≤ m(1 − Umax ) + Umax .
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The above utilization bound is tight, in the sense that there are task
sets with total utilization arbitrarily close to the computed bound, that are
not edf-schedulable.
We will hereafter show how to modify Theorem 3.8 for systems having
deadlines different from periods. According to the terminology introduced
in [GFB01], a uniform multiprocessor platform π consists of m equivalent
processors, each one characterized by a computing capacity si . This means
that a job that executes on the i-th processor for t time units completes si ×t
units of execution. Let Sπ and sπ be the sum of the computing capacities of
all processors and the computing capacity of the fastest processor of platform
π, respectively. The following theorem shows a relation between an optimal
algorithm for a uniform multiprocessor platform and edf on a unit-capacity
multiprocessor platform.
Theorem 3.9 (from [GFB01]). A set of jobs that is feasible on some
uniform multiprocessor platform π with cumulative computing capacity Sπ
and in which the fastest processor has speed sπ < 1 is schedulable with edf
on a platform π 0 composed by m processors with unit capacity, if
Sπ − s π
.
m≥
1 − sπ
Note that Theorem 3.9 assumes an arbitrary collection of jobs. The
next lemma states a feasibility result that instead applies to periodic and
sporadic task sets.
Lemma 3.10. A task system τ composed by periodic and sporadic tasks
with arbitrary deadlines is feasible on a uniform multiprocessor platform π
which has
Sπ = λtot
and
sπ = λmax .
Proof. An arbitrary task set τ with n tasks can always be scheduled
on a uniform multiprocessor platform π composed by n processors, that for
each task τi has a corresponding processor with computing capacity si = λi .
This can be done with an algorithm that allocates each task to the associated
processor. The sum of the computing capacities of all processors and the
computing capacity of the
of the platform π are therefore
P fastestCprocessor
Ci
i
and
maxτi ∈τ min(D
, proving the
equal to, respectively,
τi ∈τ min(Di ,Ti )
i ,Ti )
lemma.

By combining Lemma 3.10 with Theorem 3.9, it is possible to formulate
a sufficient scheduling condition.
Theorem 3.11 (GFB). A task set τ composed by both periodic and sporadic tasks with arbitrary deadlines is edf-schedulable upon a platform composed by m processors with unitary capacity, if
(3.11)

λtot ≤ m(1 − λmax ) + λmax .

When deadlines are equal to periods, the above result reduces to the
utilization-based schedulability condition of Theorem 3.8. From now on we
will refer with GFB to the test given by Equation (3.11).
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The limit of GFB test lies in the reduced schedulable utilization/density of edf due to Dhall’s effect. When there is a task with high execution requirements, the system capacity that can be guaranteed with edf
approaches the unity, independently from the number of processors. To
overcome this effect, Goossens et al. suggested a different scheduler that
better deals with implicit deadline systems with heavy tasks: edfk . We
generalize the definition of this scheduler applying it to arbitrary deadline
systems. edfk assigns highest priority to the k tasks with highest densities,
and schedules the remaining tasks with edf. Before proving a sufficient
schedulability condition for edfk , we need to prove an intermediate result.
We say that a multiprocessor platform π 0 dominates a platform π (indicating this relation with π 0 ⊇ π) if π 0 has at least the same computing
resources of π. For the purposes of this work, we will only consider unitspeed resources, potentially having a non-continuous service.
Lemma 3.12. A predictable and work-conserving scheduler that is able
to positively schedule a task set τ on a platform π is also able to schedule τ
on a platform π 0 ⊇ π.
Proof. Suppose there is a task set τ that is schedulable with a predictable and work-conserving algorithm on π but not on π 0 ⊇ π. Consider
the schedule of a particular instance I of τ on π 0 leading to a deadline miss,
and let I 0 be another instance derived from I reducing each job requirement
by the amount of time each job executes on resources exclusively contained
in π 0 (and not in π). Since the scheduler is work-conserving, the schedule
of I on the resources common to π is the same schedule that would be produced by the same scheduler on platform π for I 0 . Since a deadline is missed
in the schedule of I on π 0 , a deadline is missed also in the schedule of I 0 on
π. But since the scheduler is predictable, a deadline would be missed on π
even with the more demanding instance I, reaching a contradiction.

The above lemma has some analogies with the work in [BFG03], where
the concept of “platform-robust” scheduling algorithm is introduced for uniform multiprocessors.
We are now ready to prove a sufficient schedulability condition for edfk .
Let λ(k) be the k-th highest density among all tasks, and λtot,k be the sum
P
of the k tasks with highest densities, i.e., λtot,k = ki=1 λ(i) .
Theorem 3.13. A periodic or sporadic task set τ with arbitrary deadlines
can be scheduled with edfk on m processors if

(3.12)

λtot ≤ (m − k)(1 − λ(k+1) ) + λtot,k+1 .

Proof. When k ≥ m the theorem is trivially verified. Assuming k < m,
no one of the k highest priority tasks can miss a deadline, since none of
them can be interfered. Moreover, note that there are always at least m − k
processors available to the remaining n − k edf-scheduled tasks. Since edfk
is a work-conserving and priority-driven algorithm, by Theorem 2.6 it is also
predictable. From Lemma 3.12, it follows that a sufficient schedulability
condition for the n − k lowest density tasks is their edf-schedulability on a
dedicated platform composed by m − k processors. Applying Theorem 3.11,
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a sufficient condition for the edf-schedulability of these tasks on m − k
processors is
λtot − λtot,k ≤ (m − k)(1 − λ(k+1) ) + λ(k+1) .

Since λtot,k+1 = λtot,k + λ(k+1) , Equation 3.12 represents then a sufficient
edfk -schedulability condition for task set τ .

In [BB07], a variant of edfk is proposed, that uses the lowest k-value
granting the schedulability of a given task set according to the test of Theorem 3.13. If no value can guarantee the schedulability, than we decide to
take k = m − 1. We call this algorithm edfk,min .
Another hybrid version of edf that allows to overcome Dhall’s effect
is edf-ds[λth ] (Earliest Deadline First with Density Separation)17. This
algorithm gives highest priority to at most m−1 tasks among the ones having
density higher than a given threshold λth , and schedules the remaining ones
with edf. We hereafter prove a density bound for edf-ds when a threshold
λth = 12 is used18.
Theorem 3.14. A periodic or sporadic task set with arbitrary deadlines
is schedulable with edf-ds[ 12 ] if
m+1
λtot ≤
.
2
Proof. Suppose there is a task set τ having λtot ≤ m+1
and missing a
2
deadline. Let k be the number of tasks in τ that have density strictly higher
than 1/2. Therefore, k < m + 1. We separately consider the case k < m
and k = m. When k < m, there are at most m − 1 heavy tasks, and the
schedule of edf-ds[ 12 ] is identical to the schedule of edfk . Since a deadline
is missed, the contrapositive of Theorem 3.12 gives
Note that
It follows,

λtot > (m − k)(1 − λ(k+1) ) + λtot,k+1 .
λtot,k+1 = λtot,k + λ(k+1) ≥

k
+ λ(k+1) .
2

k
− (m − k − 1)λ(k+1) .
2
If k < m, then, being k an integer, (m − k − 1) ≥ 0. Since λ(k+1) ≤ 1/2,
m+1
k m−k−1
=
,
λtot > m − −
2
2
2
reaching a contradiction.
It remains to consider the case k = m. There are exactly m−1 privileged
tasks. Since no one of the highest priority tasks in τ can be interfered, the
deadline miss should be due to one of the other tasks. Since there are only
m − 1 privileged tasks, there will always be at least one processor available
λtot > m −

17For implicit deadline systems, a similar algorithm, called edf-us (edf with Utiliza-

tion Separation), has been presented in [SB02].
18Baruah proved a similar result in [Bar04b] for systems having deadlines equal to
periods. An algorithm called fpedf is used, which is the same as edf-us with a utilization
threshold Uth = 1/2.
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for the non-privileged (edf-scheduled) tasks. In other words, a task set
composed by the non-privileged tasks misses a deadline when scheduled on a
platform that dominates a single processor platform. For the contrapositive
of Lemma 3.12, the same task set would have a deadline miss also when
scheduled on a single processor platform. From Equation 3.11 with m = 1,
we known that a necessary condition for the edf-schedulability on a single
processor is λtot ≤ 1. Therefore, it must be
X
λi > 1.
non-privileged τi ∈τ

And,
λtot =

X

λi +

privileged τi ∈τ

X

non-privileged τi ∈τ

λi >

m+1
m−1
+1=
,
2
2

reaching again a contradiction. The theorem is proved.



It is easy to prove that the above result applies as well to systems scheduled with edfk,min. In fact, edf-ds[ 12 ] can be seen as a particular instance of
edfk, when the number of tasks having densities higher than 1/2 is k < m.
Otherwise, edfk,min has the same behavior of edf-ds[ 21 ], assigning highest
priority to the m − 1 heaviest tasks, and scheduling the remaining ones with
edf.
The following example proves that no priority-driven scheduling algorithm can obtain a tighter bound than the one given by Theorem 3.14.
example 13. Consider a task system composed by m + 1 identical tasks
having Ci = x+1 and Ti ≥ D1 = 2x. When all instances are contemporarily
released, there is no possible job-priority assignment that can positively
schedule the first job of every task, so that a deadline is missed at time
2x. When x is sufficiently large, the total density can be arbitrarily close to
m+1
2
2 .
The same task system can be used to show that an upper bound on the
schedulable density of a partitioned scheduler is as well m+1
2 .
A different approach has been proposed by Baker for constrained [Bak03]
and arbitrary [Bak05] deadline systems, applying to edf the same strategy
used to derive Theorem 3.3 for task sets scheduled with fp. The situation
is analogous to the one in Figure 2.13, except that, with global edf, the
interfering load can be due to all tasks instead of by only higher priority
tasks with lower indexes. Condition 3.1 then becomes
X
Wi (djk − ∆k , djk ) > m(∆ − Ck ).
i6=k

Integrating τk ’s contribution,
X
Wi (djk − ∆k , djk ) > m(∆k − Ck ) + Ck
τi ∈τ

which, divided by the interval length, becomes
X
.
Li (rkj , djk ) > m(1 − λk ) + λk = νk0 .
τi ∈τ
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To find a better estimation of the first interfering job of each task, the
considered interval is extended to [a, djk ], so that [a, djk ] is the largest possible
interval such that the load is still greater than νk0 . This new interval is called
νk0 -busy window. By deriving an upper bound on the load produced in such
window, the following sufficient schedulability test, called BAK, is obtained.
Theorem 3.15 (BAK, from [Bak05]). A periodic and sporadic task set
τ with arbitrary deadlines is schedulable with edf on m processors if, for all
τk ∈ τ , there is a λ ∈ {λk } ∪ {U` |U` ≥ λk , ` < k} such that
X
(3.13)
min(1, βi,k (λ)) ≤ m(1 − λ) + λ,
τi ∈τ

where
 

U 1+


 i
βi,k (λ) = Ui 1 +




Ui 1 +

max(0,Ti −Di )
 Dk
Di
Ti
Dk  − λ Dk
Ti
Dk



if

Ui ≤ λ

if

Ui > λ and Di ≤ Ti

if

Ui > λ and Di > Ti

The overall complexity of the above schedulability test is O(n3 ). Again,
it is possible to derive a simplified O(n2 ) test by testing only the case λ = λk .
When deadlines are equal to periods, it is possible to reduce the above test to
the GFB test of Theorem 3.11, proving that BAK dominates GFB for implicit
deadline systems19. However, the dominance relation ceases when deadlines
can be different from periods, in which case both test are incomparable, as
we will show in our simulations.
Similarly to the fp case, Baker and Cirinei later modified Theorem 3.15
in [TM07], trying to integrate it with techniques described in [BCL05a,
BCL05b]. Anyway, simulations by the same authors show that the comparison with the BAK test is less favorable than in the fp case. We will
therefore avoid to describe the edf test derived in [TM07]. A more efficient use of the techniques integrated by the edf-test in [TM07] will be
described in Chapters 4 and 5.
Fisher and Baruah derived a sufficient load-based edf-schedulability test
in [FB07] using the resource augmentation technique of Theorem 3.7 with
the feasibility condition given by Equation 2.3. Another load-based sufficient
test for edf is derived by Baruah and Baker for constrained [BB08b] and
arbitrary [BB08a] deadline sporadic task systems.
Theorem 3.16 (from [BB08b, BB08a]). A periodic and sporadic task
system with arbitrary deadlines is edf-schedulable upon an m-processor platform if
(3.14)

load ≤ µ − (dµe − 1)λmax ,

where
(3.15)

.
µ = m − (m − 1)λmax .

19Also the test derived in [Bak03] claimed to dominate the test from Goossens et
al. [GFB01], however this result has been proved to be wrong [BCL05a].

54

2. GLOBAL SCHEDULING

The above edf-schedulability test has a processor speedup bound of
2(m − 1)
√
,
(3m − 1) − 5m2 − 2m + 1
√

approaching 3+2 5 ' 2.62 as m → ∞. The condition given by Equation 3.14
is exact for uniprocessor systems.
Baruah further investigated the problem in [Bar07], deriving another
load-based test for constrained deadline system20.
Theorem 3.17 (from [Bar07]). A periodic and sporadic task system
with constrained deadlines is edf-schedulable upon an m-processor platform
if, for all τk ∈ τ and all
P
CΣ − Dk (m − Utot ) + τi ∈τ (Ti − Di )Ui + mCk
,
0 ≤ Ak ≤
m − Utot
it is
X
(3.16)
Ik0 (τi ) + Ik < m(Ak + Dk − Ck ),
τi ∈τ

with

.
Ik0 (τi ) =

and
.
Ik00 (τi ) =

(

(

min(dbfi (Ak + Dk ), Ak + Dk − Ck ), if i 6= k
min(dbfi (Ak + Dk ) − Ck , Ak ), if i = k,
X
.
(Ik00 (τi ) − Ik0 (τi ))
Ik =
i|(m−1)largest

k
eCi + min(Ci , (Ak + Dk ) mod Ti ), Ak + Dk − Ck ), if i 6= k
min(d AkT+D
i
Ak +Dk
min(d Ti eCi + min(Ci , (Ak + Dk ) mod Ti ), Ak ), if i = k

being CΣ the sum of the (m − 1) largest execution times among all tasks.
Also the above theorem is exact for uniprocessors. When Utot < m, it
can be checked in pseudo-polynomial time.
3.3. Sufficient schedulability tests for dynamic priority schedulers. When considering dynamic-job priority scheduling algorithms, Pfair
algorithms [BCPV96, AS01] are optimal for implicit deadline periodic and
sporadic task systems, allowing a schedulable utilization equal to the available system capacity. We already said about the drawbacks of this class of
algorithms, related to the high number of context switches and migrations.
Another drawback that is worth mentioning is that their application to constrained and arbitrary deadline systems is not so straightforward. In fact,
no optimal algorithm for such systems has been proposed so far.
Among other dynamic-job-priority scheduling algorithms defined for implicit deadline systems, there are BF [ZMM03], LLREF [CRJ], EKG [AT06],
SA [KS97] and Ehd2-SIP [KY07]. BF, LLREF and EKG are optimal
20In the original paper, inequality 3.16 is not strict. However, we found that this

would underestimate the case in which there are exactly m tasks interfering for more than
(Ak + Dk − Ck ). To preserve the correctness of the test, we restated the test using a strict
inequality.
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schedulers. EKG allows as well to selectively reduce the schedulable bandwidth in order to decrease the preemptions density. Sufficient schedulability
tests for reduced-preemption EKG, as well as for SA and Ehd2-SIP, are
contained in the cited papers.
When deadlines can be different from periods, the above algorithms
are either not applicable or rather inadequate. Therefore, other solutions
need to be devised. An interesting algorithm that has the same worst-case
number of preemptions of edf, but a significantly better behavior when used
to schedule multiprocessor systems is edf with Zero Laxity (edzl) [LE92].
It is easy to show that edzl dominates edf (see for instance [WCL+ 07]);
therefore, every sufficient schedulability test that is valid for edf can be
applied as well for edzl. Piao et al. proved in [PHK+ 06] the following
utilization bound for edzl-scheduled implicit deadline systems:
(3.17)

Utot ≤

m+1
.
2

As shown in [WCL+ 07], the above condition is not tight, since there are
task systems with utilization arbitrarily close to m(1 − 1/e) (being e the
Euler’s number), that are not schedulable with edzl. In the same paper,
a tight utilization bound of 3/2 + |Umax − 1/2| is derived for the case with
m = 2 processors21.
Cirinei and Baker presented sufficient schedulability conditions for edzlscheduled task systems with constrained deadlines [CB07], using techniques
described in [BCL05a, BCL05b]. We will improve these techniques and
extend them to arbitrary deadline systems in Chapters 4 and 5.
3.4. Summary of density and utilization bounds. Due to their
low complexity and simple implementation, utilization- and density-based
schedulability tests have been investigated for the most used scheduling algorithms. We report here the best existing schedulability bounds for the
scheduling classes analyzed in this dissertation. Based on the deadline model
and on the class of schedulers, the following Table 1 represents the tightest bounds known in literature, according to the results presented in the
previous sections.
It is worth mentioning that while the schedulable utilization is a good
metric to evaluate the performances of multiprocessor scheduling algorithms
for implicit deadline systems, the same is not true for the schedulable density
when deadlines can be different from periods. In fact, while for implicit
deadline systems the number of processors represents a tight upper bound
on the schedulable utilization that can be reached with an optimal scheduling
algorithm, there are feasible task sets with constrained deadlines that have
an arbitrarily large density, as shown by the following example presented
in [FB06a].
21When m = 2, edzlis also a suboptimal scheduler, since it successfully schedules
every feasible set of ready jobs [LE92]. When m > 2, edzlis no more suboptimal. An
edf-based algorithm that is suboptimal for systems composed by an arbitrary number of
processors is ed-ll (Earliest Deadline and Least Laxity). It is basically an edf scheduler that switches to llf scheduling (for all tasks) as long as there is a task with zero
laxity [CLL01].
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Deadline model
Priority

Implicit

Constrained

Arbitrary

m
rm-us[ 3m−2
]
???
???
m2
Utot ≤ 3m−2
edf-us[1/2] edf-ds[1/2] edf-ds[1/2]
Job-level dynamic
Utot ≤ m+1
λtot ≤ m+1
λtot ≤ m+1
2
2
2
(tight)
(tight)
(tight)
Pfair
GPS
GPS
Unrestricted dynamic
Utot ≤ m
λtot ≤ m
λtot ≤ m
(nec. & suff.)
Table 1. Best existing density and utilization bounds for
globally scheduled multiprocessor systems.

Static

example 14. Consider a synchronous periodic task system τ = {τ1 , τ2 , . . . , τn }
to be scheduled on a single processor. Each task τi has Ci = 1, Di = i and
Ti = n. It can be easily verified that the task set is schedulable with edf.
However, its total density is
n
X
1
,
λtot =
i
i=1

which can be made arbitrarily large increasing n.

2

Therefore, it is not possible to evaluate the validity of a scheduling algorithm comparing its schedulable density against the density of a hypothetical
optimal scheduler.
In Chapter 3 we will contribute tightening the schedulability bounds
for systems scheduled with fixed task priority. To overcome the limits of
density-based tests for arbitrary and constrained deadline systems, we will
then propose new schedulability tests that take into account also other task
parameters, for different global scheduling algorithms. The somewhat higher
complexity of these new tests, compared to the linear complexity of utilization and density based bounds, is by far compensated with the significantly
higher number of schedulable task sets detected. The validity of these new
tests will be proved in the simulations shown in the last part of this dissertation.

CHAPTER 3

New schedulability bounds for global fp scheduling
In this chapter, we address the schedulability problem of a set of periodic
and sporadic real-time task set scheduled with global fp on a multiprocessor
hardware platform. The main result will be a new schedulability test for
rm/dm/ priority assignment with density and utilization bounds that are
tighter than the existing ones. Exploiting this result, we will propose a new
priority assignment for which it is possible to derive utilization and density
bounds that are higher than the best known bounds for the static priority
class of schedulers. This will allow to update the corresponding entries in
Table 1.
1. Introduction
We consider a set τ of periodic or sporadic tasks with constrained deadlines to be scheduled with Deadline Monotonic on m identical processors.
The adopted conventions and notations are described in Section 3.2.
We now introduce further notations that will be used throughout the
rest of the dissertation.
Definition 1.1 (Interference). The interference Ik (a, b) (or Ik ([a, b]))
on a task τk over an interval [a, b] is the cumulative length of all intervals in
which the task is ready to execute but cannot execute due to higher priority
jobs. We also define the interference Iki (a, b) (or Iki ([a, b])) of a task τi on
a task τk over an interval [a, b] as the cumulative length of all intervals in
which τk is ready to execute, τi is executing while τk is not.
Definition 1.2 (Interfering load). The interfering load Lint
k (a, b) (or
Lint
([a,
b]))
on
a
task
τ
over
an
interval
[a,
b]
is
defined
as
the
interference
k
k
Ik (a, b) divided by the length of the interval, i.e.:
Lint
k (a, b) =

Ik (a, b)
.
b−a

Similarly, the interfering load Li,int
(a, b) (or Li,int
([a, b])) of a task τi on a
k
k
task τk in an interval [a, b] is defined as:
Li,int
(a, b) =
k
Notice that by definition:
(1.1)

Iki (a, b)
.
b−a

Ii,k (a, b) ≤ Ik (a, b), ∀i, k, a, b

Moreover, the interference that a task τi causes on a task τk in an interval
[a, b] cannot be greater than the effective workload of τi in the same interval:
(1.2)

∀i, k, a, b :

Iki (a, b) ≤ Wi (a, b) ≤ b − a.
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The above consideration descends from the fact that Wi (a, b) is an upper
bound on the execution of τi in interval [a, b].
The following theorem is valid for any kind of work-conserving global
scheduler.
Lemma 1.3. The interference that a constrained deadline task τk can
suffer in interval [a, b] is the sum of the interferences of all other tasks (in
the same interval) divided by the number of processors:
P
i
i6=k Ik (a, b)
.
(1.3)
Ik (a, b) =
m
This descends from the assumption that the scheduling algorithm in use
is work-conserving, thus in the time instants in which a job is ready but not
executing, each processor must be occupied by a job of another task. Since
Ikk (a, b) = 0, we can exclude the contribution of τk to the total interference.
For the particular case in which a fp scheduler is adopted, we have that
no task can suffer interference from lower priority tasks, therefore:
Iki (a, b) = 0, ∀i ≥ k.
Equation 1.3 then becomes:
(1.4)

Ik (a, b) =

P

i
i<k Ik (a, b)

.
m
In the next section, a tight density bound is derived for the Deadline
Monotonic priority assignment on a single processor. In Section 3, the multiprocessor problem is analyzed, deriving a density bound for the case with
m ≥ 1. A corollary of the main theorem will allow to prove a new utilization based test that generalizes Theorem 3.1. Exploiting these results, we
will then propose in Section 4 a hybrid algorithm based on dm, that has
much better performances when used to schedule heavy and light tasks on
the same platform. A density-based test will be derived for this algorithm,
allowing to reach the highest known density and utilization bounds for fixed
priority scheduling.
In [Bak03], a similar bound for implicit deadline systems is presented
but not correctly proved. However, a corollary derived from our test when
deadlines are equal to periods will show that the bound is indeed correct.
2. Density bound for uniprocessor dm
The well known schedulability test of Equation 1.4, derived by Liu and
Layland for periodic or sporadic task systems scheduled with the rm priority
assignment, gives a tight condition with respect to the total utilization of
a task set, when the number of tasks in the system is given as input. Bini
et al. derived instead a tight test for rm with respect to the individual
task utilizations (see Equation 1.5). In this section, we will show a new
tight test for constrained deadline task systems scheduled with the Deadline
Monotonic (dm) priority assignment, that is based on the total density of a
task set and that exploits information on the density of one of the task in
the system.
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Theorem 2.1. A periodic or sporadic task set with constrained deadlines containing a task with density λ can be scheduled with dm on a single
processor if
(2.1)

λtot ≤ λ + ln

2
.
1+λ

Proof. According to [LL73], a task set is said to fully-utilize the processor if it is feasible with a given priority assignment, and an increase in the
execution requirement of any of the tasks in the set would render the task
set infeasible. Remember that the synchronous periodic arrival of all tasks
represents a critical instant for every task set scheduled with fixed-priority,
and that the first instance in such release sequence is, for every task, the one
that suffers the most interference. Liu and Layland showed (see [DG00] for
a corrected proof) that a task set having the lowest possible total utilization
among all fully utilizing task sets must have:

(2.2)



T1 < Ti < 2, for i = 2, . . . , n
Ci = Ti+1 − Ti

Pn−1

Ci .
Cn = Tn − 2 i=1

In this situation, every task has exactly two instances interfering task τn .
It is easy to show that the task sets with lowest total density among all
fully utilizing task sets must also have Di = Ti for all 1 ≤ i < n, since
otherwise we could replace a task τi having Di < Ti with another task τi0
having Ci0 = Ci , Ti0 = Ti and Di0 = Ti , that produces the same interference
on τn with a lower density. We also can take Tn = Dn , since a task τn0 with
Cn0 = Ci , Dn0 = Dn and Tn0 = Dn would have the same density and produce
the same interference (which is always null, since there is no task with lower
priority to interfere) of τn .
Now, consider all task sets fully utilizing the processor and having at
least one task with density ≥ λ. We want to find a task set τ , such that the
total density of τ is the minimum possible density among these task sets.
Examining the proofs in [DG00], we find that conditions 2.2 must still be
met by the desired task set. Let Ri = Ti+1 /Ti . We therefore have
Tn − Tn−1
T2 − T1 T3 − T2
+
+ ... +
T1
T2
Tn−1
n−1
X
2
− n.
Ri +
=
R1 R2 . . . Rn−1

λtot =

i=1

Let τk be the task with λk ≥ λ. Minimizing λtot over R` for 1 ≤ ` < n, ` 6= k,
we obtain
∂λtot
2
.
= 1 − 2 Qn−1
∂R`
R` i=1,i6=` Ri
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Note that Rk =

Tk +λk Tk
Tk

= 1 + λk . Thus, λtot is minimized when
 Q
n−1

R
R = 2

 1 Qi=1,i6=k i 1+λk

n−1
2


R2 i=1,i6

=k Ri = 1+λk




. . . Q
n−1
2
Rk−1 i=1,i6
=k Ri = 1+λk

Q

2
Rk+1 n−1

i=1,i6=k Ri = 1+λk



. . .


Qn−1

R
2
n−1
i=1,i6=k Ri = 1+λk .

This happens when all R` , 1 ≤ ` < n, ` 6= k have the same value
1

2 n−1
R` =
.
1 + λk
The total density becomes

 1
n−1
2
λtot = (n − 2)
+ (1 + λk ) + 
1 + λk
= (n − 1)



2
1 + λk



1
n−1

2
−n
 n−2
n−1
2
+ (1 + λk )
1+λk

− n + 1 + λk .

The above expression is monotonically decreasing with n. Applying L’Hôpital’s
rule, we can find the limit of the above expression when the number of tasks
is arbitrarily large.


 1
n−1
d
n
2
− n−1
dn
1+λk
lim λtot = 1 + λk +
d 1
n→∞

dn n−1

2
2
= 1 + λk + ln
− 1 = λk + ln
.
1 + λk
1 + λk
which represents the lowest possible density among fully utilizing task sets
that contain a task with density λk . Since the above expression is monotonically increasing with λk , and since λk ≥ λ, the least possible density among
2
.
fully utilizing task sets that contain a task with density ≥ λ is λ + ln 1+λ
Negating this condition, the theorem is proved.

Note that the above theorem is tight, as testified by the task set derived
in the proof. The fully utilizing task set with least density that verifies the
tight condition has a task τk with density λ, and infinitely many tasks with
 1

n−1
2
− 1. Noting that λmax = λk = λ, the
a lower density limn→∞ 1+λ
next result follows.
Corollary 2.2. A periodic or sporadic task set with constrained deadlines can be scheduled with dm on a single processor if
(2.3)

λtot ≤ λmax + ln

2
.
1 + λmax
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It is worth noting that, when λmax → 0, the schedulable density approaches ln 2, which is the same asymptotical value of Liu and Layland’s
bound when n → ∞.
Similar utilization-based tests can be derived from the above results,
replacing densities with utilizations.
Corollary 2.3. A periodic or sporadic task set with implicit deadlines
containing a task with utilization U can be scheduled with rm on a single
processor if
2
.
(2.4)
Utot ≤ U + ln
1+U
Corollary 2.4. A periodic or sporadic task set with implicit deadlines
can be scheduled with rm on a single processor if
2
(2.5)
Utot ≤ Umax + ln
.
1 + Umax
3. Density bound for global dm
In this section we will analyze the multiprocessor schedulability problem
when a fixed priority scheduler with Deadline Monotonic priority assignment
is used. This will allow to derive a new density based test for dm, in a form
similar to the edf test of Theorem 3.11. We will then show that this test
generalizes the ABJ test described by Theorem 3.1.
We restate here Equation 3.2, separating the contribution of task τk .
Lemma 3.1. In a task system scheduled with fp, if a task τk misses a
deadline djk , then
X
Li (rkj , djk ) > m(1 − λk ) + λk
i≤k

The following Lemma is valid in general for every possible (static) task
priority assignment.
Lemma 3.2. If the effective load Li (I) of a constrained deadline task τi
in an interval I = [a, b], with |I| ≥ Di , is greater than 2λi , then τi has two
and only two releases, ri1 and ri2 , in I.
Proof. First we prove that the interval should include at least two
releases of task τi .
Suppose there exists a task τi with Li (I) > 2λi and less than two releases
inside interval I. The effective load of τi inside that interval is due to at
2Ci
i
most two instances. Since Di ≤ |I|, such load is: Li (I) ≤ 2C
|I| ≤ Di = 2λi ,
contradicting the hypothesis.
We say that a job Jil is ”entirely contained” inside an interval, if its
arrival time, ril , and the arrival time of the next released job of the same
task, ril+1 , are both contained inside the considered interval. Let ξ be the
number of jobs of τi entirely contained in I. We showed that ξ ≥ 1. Now
we prove that ξ < 2.
Note that the effective load of a task τi in I cannot be greater than in a
situation in which (see Figure 3.1):
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Ci

Ti

Ci

Ti
...

d0i

ri0

ri1

d1i

ri2

riξ

dξi j

I

a

dξ+1
k

riξ+1
b

Figure 3.1. Densest possible packing of jobs for task τi .

(i) the first job of τi executing in I is released at time (a − Di + Ci )
and executes for Ci time-units at the beginning of the interval.
(ii) the last job of τi executing in I is released at instant (b − Ci ) and
executes for Ci time-units at the end of the interval.
Suppose there exists a task τi for which ξ ≥ 2 and Li (I) > 2λi . The
effective load of τi under conditions (i) and (ii) is:
(3.1)

Li (I) =

2Ci + ξCi
(2 + ξ)Ui
2Ci + ξCi
≤
=
ξTi + 2Ci + Ti − Di
ξTi + 2Ci
ξ + 2Ui

The above expression can be greater than 2Ui only when ξ < 2. So when
ξ ≥ 2 it will be Li (I) ≤ 2Ui ≤ 2λi , contradicting the hypothesis. Therefore
it should be ξ = 1, as in the situation depicted in Figure 3.2.

From now on, we will call Ji0 the first job of task τi that executes in
interval I. The following jobs are numbered accordingly.
Lemma 3.3. If the effective load Li (I) of a task τi in an interval I =
[a, b], with |I| ≥ Di , is greater than 2λi , then:
(3.2)
(3.3)

1
,
4
X
Lh ([ri0 , a]) > m(1 − λi ) + λi ,
Ui <

h≤i

(3.4)

Di >

(3.5)

|[ri0 , a]| >

2
|I|,
3
Di
+ Ci .
2

Proof. Lemma 3.2 guarantees that there is one and only one job of τi
entirely contained in [a, b], as in Figure 3.2. Using ξ = 1 inside Equation 3.1,
we get
Li (I) ≤

3Ui
3Ci
=
.
Ti + 2Ci
1 + 2Ui

Since Li (I) > 2λi ≥ 2Ui , then Ui < 41 , proving Equation (3.2).
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z

ri1

d0i

d1i

ri2

d2i

I

a

b

Figure 3.2. A situation with Li (I) > 2λi .
Let x = [ri0 , a], y = [a, ri1 ] and z = [ri1 , b]. It is: Li (y + z) > 2λi and
Li (x + y) ≤ λi . Moreover:
Li (z) ≤
Li (y) =
>
Li (x) =

(3.6)

≤

2Ui
2Ci
=
< 2Ui ≤ 2λi ,
Ti + Ci
1 + Ui
Li (y + z)(|y| + |z|) − Li (z)|z|
|y|
|z|(2λi − Li (z))
≥ 2λi ,
2λi +
|y|
Li (x + y)(|x| + |y|) − Li (y)|y|
|x|
|y|(λi − Li (y))
λi +
< λi .
|y|

Since job Ji0 didn’t yet complete its execution at time a, it means that
when in interval x task τi is not executing, all m processors are executing
higher priority tasks and Li (x) + Lint
i (x) = 1. From Equation (3.6) we
int
have: Li (x) > 1 − λi . Using Equation 1.4, it is then possible to prove
Equation (3.3):
X
X h,int
Lh (x) ≥
Li (x) + Li (x) = mLint
i (x) + Li (x)
h≤i

=

h<i
mLint
i (x)

+ (1 − Lint
i (x)) > m(1 − λi ) + λi .

Now, let w = [a, d0i ]. Note that an upper bound on the effective load of
τi in (y + z) is:
Li (y + z) ≤

3Ci
.
Ti + Ci + (Ti − Di ) + |w|

Since this quantity should be greater than 2λi ,

5
|w| < Di − 2Ti − Ci .
2
Then, |I| = Ti + Ci + (Ti − Di ) + |w| < 23 Di , proving Equation (3.4). And,
|[ri0 , a]| = Di − |w| > 2Ti − 32 Di + Ci ≥ D2i + Ci , proving Equation (3.5). 
We are now ready to state the main result.
Theorem 3.4 (DB). A set of periodic or sporadic tasks with constrained
deadlines is schedulable with Deadline Monotonic priority assignment on

64

3. NEW SCHEDULABILITY BOUNDS FOR GLOBAL fp SCHEDULING

m ≥ 1 processors if:

m
(1 − λmax ) + λmax .
2
Proof. Using Corollary 2.2, we can see that Equation 3.7 represents a
valid schedulability condition when m = 1, since
1
2
≥ (1 − λmax ) + λmax .
λmax + ln
1 + λmax
2
Now, assume m > 1. The proof is by contradiction. Suppose there exists
a task set τ scheduled with dm, having λtot ≤ m
2 (1 − λmax ) + λmax , which
misses a deadline. Let djk be the first missed deadline. Task τk is interfered
by tasks in the set T = {τ1 , . . . , τk−1 }.
(3.7)

λtot ≤

Case 1: ∀τi ∈ T : Li (rkj , djk ) ≤ 2λi .
P
Since i<k Li,int
(rkj , djk ) > m(1 − λk ), we get:
k
λtot ≥
>

X
i<k

λi + λk ≥

X Li (r j , dj )
k

i<k

k

2

+ λk ≥

X Li,int (r j , dj )
k

i<k

k

2

k

+ λk

m
m
(1 − λk ) + λk ≥ (1 − λmax ) + λmax .
2
2

Case 2: There is at least one task τi ∈ T : Li (rkj , djk ) > 2λi .
Let H = {τi ∈ T : Li (rkj , djk ) > 2λi }. Since Di ≤ Dk ,
Lemma 3.2 guarantees that for every task τi ∈ H there is one
and only one job entirely contained in [rkj , djk ], as in Figure 3.2. Let
τh be the task in H with the earliest released job that interferes τk
in [rkj , djk ]. So it is: rh0 ≤ ri0 , ∀τi ∈ H. Then no task in H can have
only one job entirely contained in [rh0 , djk ]. For Lemma 3.2 we then
have:
∀τi ∈ H : Li (rh0 , djk ) ≤ 2λi .

(3.8)

Let a = [rh0 , rkj ], b = [rkj , djk ] and (a + b) = [rh0 , djk ].
Since task τk can execute only when task τh is not interfered,
and job Jh0 has remaining execution time at instant rkj , then it is
Lk (a) ≤ Lh (a). Equation (3.6) (with I = [rkj , djk ]) gives Lh (a) < λh .
So we have:
(3.9)

Lk (a) < λh .
Li (rh0 , djk )

Case 2.1: ∀τi ∈ T :
≤ 2λi .
Equation
(3.3)
with
I = [rkj , djk ] and Lh (I) > 2λh gives:
P
P
i≤k Li (a) ≥
i≤h Li (a) > m(1 − λh ) + λh .
Using the above relation together with Lemma 3.1 we get:
X Li (a)|a| + Li (b)|b|
X
(3.10)
Li (a + b) =
|a + b|
i≤k

>

i≤k

(m(1 − λh ) + λh )|a| + (m(1 − λk ) + λk )|b|
.
|a| + |b|

We separately consider the cases λh ≤ λk and λh > λk .
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(1) Case λh ≤ λk :
Equation (3.10) gives
X
Li (a + b) > m(1 − λk ) + λk .
i≤k

Equation (3.9) gives
Lk (a) < λh ≤ λk .

Remember that Lk (b) < λk , because deadline djk is missed. Therefore,
Lk (a + b) =

Lk (a)|a| + Lk (b)|b|
λk |a| + λk |b|
<
< λk .
|a + b|
|a + b|

Since ∀τi ∈ T : Li (a + b) ≤ 2λi , we get:
X
X Li (a + b) λk
+
λtot ≥
λi + λk >
2
2
i<k

i≤k

m
m
> (1 − λk ) + λk ≥ (1 − λmax ) + λmax .
2
2
(2) Case λh > λk :
From Equation (3.10) with (λh − λk ) > 0, m ≥ 2 and
Th + Ch
1 + Uh
1
|b|
>
=
> ,
|a| + |b|
2Th + Ch
2 + Uh
2

we have
X
(λh − λk )|a| + m(λh − λk )|b|
Li (a + b) > m(1 − λh ) + λk +
|a| + |b|
i≤k

|b|
|a| + |b|
(λh − λk )
> m(1 − λh ) + λh +
.
2
Since |a| < Dh ≤ Dk , then at most two jobs of τk can execute
in interval (a + b). Therefore,
> m(1 − λh ) + λh + (λh − λk )

Lk (a + b) ≤

2Ck
Ck
Ck
Ck
3
<
≤
< 2
= λk ,
2Th + Ch
Th
Dh
2
3 Dk

where we used Equation (3.4) with |I| = |b| = Dk . Moreover,
Lh (a + b) ≤

3Ch
3Uh
3
3
=
< Uh ≤ λh .
2Th + Ch
2 + Uh
2
2

Since ∀τi ∈ T : Li (a + b) ≤ 2λi , it is:
X Li (a + b) λh + λk
X Li (a + b)
+ λh + λk >
+
λtot >
2
2
4
i<k,i6=h

i≤k

m
m
> (1 − λh ) + λh ≥ (1 − λmax ) + λmax .
2
2
contradicting the hypothesis.
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Case 2.2: There is at least one task τg ∈ T : Lg (rh0 , djk ) > 2λg .
Lemma 3.2 guarantees that τg has one and only one job entirely
contained in (a + b). Let a0 = [rg0 , rh0 ]. We will now prove that:
∀τi ∈ T : Li (a0 + a + b) ≤ 2λi .
Suppose there is a task τf ∈ T for which Lf (a0 + a + b) > 2λf .
Applying repeatedly Equation (3.4) with I = (a0 +a+b), I = (a+b)
and I = b, we get:
16 2
Df > 23 (2Tg + Cg ) ≥ 34 Dg > 43 23 (2Th + Ch ) ≥ 16
9 Dh > 9 3 Dk > Dk .
Therefore, τf cannot be in T , proving the assertion.
Equation (3.4) with I = (a + b) gives Dg > 32 (2Th + Ch ) > Th ≥
Dh , showing that τg has lower priority than τh . This means that,
since at instant rkj job Jh0 still has to complete, Lg (a) ≤ Lh (a).
Equation (3.6) with I = b gives Lh (a) < λh . Then:
(3.11)

Lg (a) < λh .
Note that for Equation (3.8) τg ∈
/ H, so: Lg (b) < 2λg . Since
Lg (a + b) > 2λg , then: Lg (a) > 2λg . Combining the latter relation
with Equation (3.11), we get:

(3.12)

λg <

λh
.
2

Equation (3.3) with I = [rh0 , djk ] gives
X
X
Li (a0 ) ≥
Li (a0 ) > m(1 − λg ) + λg .
i≤g

i≤k

For what we said for Case 2.1, it is also
X
Li (a) > m(1 − λh ) + λh .
i≤k

Using the above relations together with Lemma 3.1 we get:
(3.13)
X
(m(1 − λg ) + λg )|a0 | + (m(1 − λh ) + λh )|a| + (m(1 − λk ) + λk )|b|
Li (a0 +a+b) >
.
|a0 | + |a| + |b|
i≤k

We consider separately the cases λh ≤ λk and λh > λk .
(1) Case λh ≤ λk :
Equations (3.12) and (3.13) give
X
Li (a0 + a + b) > m(1 − λk ) + λk .
i≤k

Being Dg ≤ Dk , task τk can execute only when task τg is not
interfered. Considering that job Jg0 has remaining execution at instant rh0 , Lk (a0 ) ≤ Lg (a0 ). Equation (3.6) for I = [rh0 , djk ] gives
Lg (a0 ) < λg . Therefore, Lk (a0 ) < λg < λk . Moreover, for Equation (3.9), Lk (a) < λh ≤ λk . Using Lk (b) < λk , we get:
0
0
0
k (a)|a|+Lk (b)|b|
k |a|+λk |b|
Lk (a0 + a + b) = Lk (a )|a |+L
< λk |a|a|+λ
= λk .
0 |+|a|+|b||
|a0 +a+b|
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Since ∀τi ∈ T : Li (a0 + a + b) ≤ 2λi ,
X
X Li (a0 + a + b) λk
λtot ≥
+
λi + λk >
2
2
i<k

i≤k

m
m
> (1 − λk ) + λk ≥ (1 − λmax ) + λmax .
2
2
(2) Case λh > λk :
Equation (3.4) with I = (a + b) gives Dg > 32 (2Th + Ch ). Since
Dk ≥ Dg , we get Th < 34 Dk − C2h , and
(3.14)
3
Ch
5
|a0 + a + b| < Dg + (2Th + Ch ) < Dk + (2( Dk −
) + Ch ) = Dk .
4
2
2
This means that at most three jobs of task τk can execute in interval
(a0 + a + b). If rg0 ≥ rkj−1 , then
Lk (a0 + a + b) ≤

|a0

2Ck
2Ck
Ck
3
3
<
<
< Uk ≤ λk ,
+ a + b|
2Th + Ch
Th
2
2

where we used Th > 23 Dk . If rg0 < rkj−1 , then
Lk (a0 + a + b) <

3Ck
3
3
< Uk ≤ λk .
2Tk
2
2

In both cases: Lk (a0 + a + b) ≤ 32 λk . Similarly,
Lg (a0 + a + b) ≤

3Ug
3Cg
3
3
=
< Ug ≤ λg .
2Tg + Cg
2 + Ug
2
2

Since ∀τi ∈ T : Li (a0 + a + b) ≤ 2λi ,
X Li (a0 + a + b)
λtot >
+ λh + λg + λk
2
i<k,i6=h,g

>

X Li (a0 + a + b)
i≤k

2

+ λh +

λg
λk
Lh (a0 + a + b)
+
−
.
4
4
2

For Equation (3.12), (λh − λg ) > 0. Using Equation (3.13), with
(λh − λk ) > 0 and m ≥ 2,
X
i≤k

Li (a0 + a + b) > m(1 − λh ) +

m(λh −λg )|a0 |+m(λh −λk )|b|+λg |a0 |+λh |a|+λk |b|
|a0 +a+b|

> m(1 − λh ) + λh +
Since for Equation (3.14),
λtot >

(λh −λg )|a0 |+(λh −λk )|b|
.
|a0 +a+b|

|b|
|a0 +a+b|

>

Dk
5
D
2 k

= 25 , then

(λh − λg )|a0 |
λg
7
Lh (a0 + a + b)
m
(1 − λh ) + λh +
+
λ
+
−
.
h
2
2|a0 + a + b|
10
4
2
To derive an upper bound for Lh (a0 + a + b), note that, using
Equation (3.4), Th ≥ Dh > 23 Dk ≥ 32 Dg > 23 |a0 |. Then at most two
jobs of τh can execute in a0 .
We separately consider the cases |a0 | ≤ Th and |a0 | > Th .
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(2.1) Case |a0 | ≤ Th .
With the above condition, at most one job of τh can execute in a0 .
Using twice Equation (3.4),
4Ch
4Ch
4Ch
<
<
Lh (a0 + a + b) ≤ 0
|a + a + b|
2Tg + Cg
2Dg
4Ch
3
3
< 2
< Uh ≤ λh .
2
2
2 3 (2Th + Ch )
Equation (3.4) and (3.5), with I = [rh0 , djk ], give
|a0 |
>
|a0 + a + b|

Dg
2
Dg
2

Then:

+ Cg

+ Cg + |a + b|

>

12
2 3 |a +

12
2 3 |a +

b| + Cg
1
> .
4
b| + Cg + |a + b|

m
(λh − λg )
7
λg
3
(1 − λh ) + λh +
+ λh +
− λh
2
8
10
4
4
m
m
>
(1 − λh ) + λh ≥ (1 − λmax ) + λmax .
2
2
(2.2) Case |a0 | > Th .
In this case, two jobs of τh can execute in a0 , and it is:
5Ch
5
5
5Ch
<
< Uh ≤ λh .
Lh (a0 + a + b) ≤ 0
|a | + |a + b|
3Th + Ch
3
3
λtot >

Equation (3.2) for I = [rkj , djk ] gives Ch <
|a0

|a0 |

+ a + b|

>

Th
4 .

Th
Th
>
Th + 2Th + Ch
3Th +

Th
4

Then,
=

4
.
13

It follows
2(λh − λg )
λg
m
7
5
λtot >
(1 − λh ) + λh +
+ λh +
− λh
2
13
10
4
6
m
m
(1 − λh ) + λh ≥ (1 − λmax ) + λmax ,
>
2
2
proving the theorem.

When deadlines are equal to periods, a utilization based test immediately
follows.
Corollary 3.5. A set of periodic or sporadic tasks with deadlines equal
to periods is schedulable with Rate Monotonic priority assignment on m ≥ 1
processors if:
m
Utot ≤ (1 − Umax ) + Umax
2
The above result is more general than ABJ. This is easy to see applying
m
. We find that these task sets
Theorem 3.5 to task sets having Umax ≤ 3m−2
are schedulable if
m
m
m
m2
Utot ≤ (1 −
)+
=
,
2
3m − 2
3m − 2
3m − 2
as ABJ. Since our theorem can be applied as well to task sets having Umax >
m
3m−2 , it follows that it dominates the ABJ test.
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4. Improved schedulability bounds for fp scheduling
Theorems 3.4 and 3.5 are useful not only with dm and rm, but also
with ”hybrid” algorithms. Hybrid algorithms are modified versions of classic scheduling algorithms that can reach a higher utilization bound, dealing
separately with heavy and light tasks to overcome Dhall’s effect [DL78].
Consider Algorithm dm-ds[λth ] (Deadline Monotonic with Density Separation λth ) that assigns maximum priority to at most m − 1 tasks having
density greater than the threshold λth , and schedules the remaining tasks
with priorities according to dm.
ALGORITHM dm-ds[λth ]
(tasks ordered by decreasing densities):
• For(i = 0, i < m, i = i + 1) {
If (λi > λth ) {give τi maximum priority};
else break; }
• Schedule the remaining tasks with priorities according to dm.
Using Theorem 3.4, we can derive a density bound for task sets scheduled
with dm-ds. Let ψ be the number of “privileged” heavy tasks, and λ(k) be
the k-th highest density among all tasks.
Theorem 4.1. A periodic or sporadic constrained deadline task set can
be scheduled with dm-ds[λth ] on m ≥ 1 processors if
(
λ(m) + ln 1+λ2(m) , when ψ = m − 1
(4.1)
λtot ≤ ψλth +
λth + m−ψ
2 (1 − λth ), when ψ < m − 1.
Proof. Since there can be at most m−1 privileged tasks, no one of them
can be interfered. Moreover, their total density is at least ψλth . Note that
there are always at least (m − ψ) ≥ 1 processors available to the remaining
(n − ψ) dm-scheduled tasks. For Lemma 3.12, a sufficient condition for
these tasks to be schedulable with dm-ds on m processors is that they
be schedulable with dm on (m − ψ) dedicated processors. We separately
consider the cases ψ = m − 1 and ψ < m − 1.
When ψ = m − 1, the highest density among the non-privileged tasks is
λ(m) , and there is (m − ψ) = 1 dedicated processor. Applying the test of
Corollary 2.2, a sufficient condition is then
X
2
.
λi ≤ λ(m) + ln
1 + λ(m)
τ :λ ≤λ
i

i

th

When instead ψ < m − 1, there are at least two dedicated processors for the
non-privileged tasks. Note that the test of Theorem 3.4 is monotonically
non-increasing with λmax when the number of processors is greater than or
equal to two. Since none of the non-privileged tasks has a density greater
than λth , a sufficient condition for the schedulability of the non-privileged
tasks is then
X
m−ψ
(1 − λth ) + λth .
λi ≤
2
τi :λi ≤λth

The total density that still guarantees the schedulability with dm-ds[λth ] is
then correctly given by Equation 4.1, proving the theorem.
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Selecting a threshold of 1/3, we can prove the following result.
Corollary 4.2. A periodic or sporadic task set with constrained deadlines is schedulable with dm-ds[ 13 ] on m processors if
λtot ≤

m+1
.
3

Proof. Suppose there is a task set that is not schedulable with dm-ds[ 31 ],
but whose total density is not greater than m+1
3 .
When there are (m − 1) or more tasks with λi > 1/3, there are (m −
1) privileged tasks. Applying Theorem 4.1, we get the following sufficient
schedulability condition
2
m−1
.
+ λ(m) + ln
λtot ≤
3
1 + λ(m)
The least possible value for the RHS of the above inequality is found when
λ(m) → 0, giving
m−1
λtot ≤
+ ln 2.
3
Since ln 2 > 2/3, we have
m+1
λtot ≤
,
3
reaching a contradiction.
When instead there are less than m − 1 tasks with λi > 1/3, the number
of privileged tasks is strictly lower than m − 1. Theorem 4.1 then gives
ψ 1 m−ψ
m+1
λtot ≤ + +
=
.
3
3
3
3
reaching again a contradiction, and proving the theorem.

It can be proved that the above bound is the best possible bound that
can be obtained for dm-ds using the test of Theorem 3.7.
When deadlines are equal to periods, a similar result for rm with Utilization Separation 1/3 (rm-us[ 31 ]) is easily found.
Corollary 4.3. A periodic or sporadic task set with deadlines equal to
periods is schedulable with rm-us[ 13 ] on m processors if
m+1
.
3
As stated in Corollary 3.2, Andersson et al. derived in [ABJ01] a difm
ferent utilization bound for rm-us when a utilization threshold Uth = 3m−2
Utot ≤

2

m
is used: Utot ≤ 3m−2
. However, it can be verified that such bound is less
effective than the bound of Corollary 4.3, when m ≥ 2.

5. Conclusions
In this chapter we presented density- and utilization-based schedulability
tests to be used when tasks are scheduled with fixed priorities. The first test
addresses constrained deadline task systems scheduled on a single processor
platform with dm/rm, and is tight with respect to the total density. It
requires in input the density/utilization of one of the tasks in the system, or,
alternatively, the highest density/utilization among all tasks in the system.
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It then gives an information on how much space is left in the system to
schedule other concurrent tasks.
We then developed a new test for identical multiprocessor platforms
globally scheduled with a dm/rm priority assignment. Even if this test is
not tight, it gives the tightest known density and utilization bounds for
systems scheduled with global dm/rm. We showed that our result allows
to generalize and improve all existing related bounds. An advantage of our
result over previously proposed techniques is that it is valid also for sporadic
task systems with unbounded task utilizations and with preperiod deadlines.
Finally, we presented new sufficient schedulability tests for implicit and
constrained deadline periodic and sporadic task systems scheduled with fixed
priority using “hybrid” priority assignments, like dm-ds and rm-us. These
algorithms are able to schedule a significantly higher number of task sets
with respect to classic priority assignments, since they can partially overcome Dhall’s effect, dealing separately with heavy and light tasks. We derived density and utilization bounds for dm-ds/rm-us, that are the tightest
known bounds in the fixed priority class of scheduling algorithms.

CHAPTER 4

Polynomial schedulability tests for global
schedulers
In this chapter, we will develop a new schedulability analysis of globally scheduled periodic and sporadic task sets on identical multiprocessor
platforms. First, a general method to derive schedulability conditions for
multiprocessor real-time systems will be presented. Then, the analysis will
be applied to two typical global scheduling algorithms: Earliest Deadline
First (edf) and Fixed Priority (fp). In the second part of this chapter,
the derived schedulability conditions will be tightened, refining the analysis with a simple and effective technique that significantly improves the
percentage of accepted task sets. Finally, we will show how to apply the described techniques to task systems scheduled with edzl. The effectiveness
of the proposed schedulability tests will be proved in the last part of this
dissertation.
1. Introduction
The schedulability analysis of priority-driven scheduling algorithms on
SMPs has only recently been addressed [GFB01, Bak03, ABJ01, And03,
BCL05a, BCL05b, Bak05, Bak06a, TM07]. The feasibility problem
appears to be much more difficult than in the uniprocessor case, since edf
loses its optimality on multiprocessor platforms. Due to the complexity of
the problem, only sufficient conditions have been so far derived. As we
will show in our simulations, the existing schedulability tests consider situations that are overly pessimistic, leading to a significant number of rejected
task sets. In the next sections, we will improve the state-of-art by deriving tighter conditions for the scheduling analysis of global algorithms in the
general model of periodic and sporadic real-time task sets with constrained
deadlines.
The method we will follow to expose our new analysis is to first state general conditions that are valid for any work-conserving scheduling algorithm,
adapting them later to popular scheduling algorithms like Fixed Priority
(fp) and Earliest Deadline First (edf).
The contributions of our analysis are manifold: first an improved schedulability test will be derived, that is able to successfully guarantee a larger
portion of schedulable task set when heavy tasks (i.e. tasks whose utilization
is greater than 0.5) are present. In order to improve the absolute performances of this test, we will then identify the main weak points of the derived
algorithm. These observations will trigger a further refinement on the computation of the interference a task can be subjected to. The result of this
latter step will be a novel algorithm that allows to dramatically increase
73
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the number of successfully detected schedulable task sets, compared to any
previously proposed schedulability test. The complexity of the proposed
algorithm is polynomial in the number of tasks, suggesting its use also for
run-time admission control.
This chapter is organized as follows. In Section 2, we present the first
part of our schedulability analysis. The considerations we draw in Section 3
will then trigger a refinement on our analysis, reported in Section 4. The
complexity of the derived schedulability tests will be evaluated in Section 5.
In Section 6, we will extend our schedulability analysis to systems scheduled
with edzl. Finally, in Section 7 we will present our conclusions.

2. Scheduling analysis
We consider a constrained deadline task set τ composed by n periodic
or sporadic tasks to be scheduled on m identical processors, using a global
scheduler. The adopted task model is described in Section 3.2. The interfering terms are defined by Definition 1.1. To simplify the equations, we use
(x)0 as a short notation for max(0, x).
Unless otherwise stated, we make no assumption on the global scheduling
algorithm in use, except that it should be work-conserving, according to
Definition 2.1.
In this section, we will extend the line of reasoning used in [Bak03,
Bak05, Bak06a, TM07]. To clarify the methodology, we briefly describe
the main steps that will be followed to derive the schedulability test.
(1) As in [Bak03], we start by assuming that a job Jkj of task τk misses
its deadline djk ;
(2) Based on this assumption, we give a schedulability condition that
uses the interference Ik that the job must suffer in interval [rkj , djk ]
for the deadline to be missed;
(3) If we were able to precisely compute this interference in any interval,
the schedulability test would simply consist in the condition derived
at the precedent step and it would be necessary and sufficient;
unfortunately, computing such interference is very difficult;
(4) Therefore, we give an upper bound to the interference in the interval
and derive a sufficient schedulability condition.
Let us first start by deriving some useful results on the interference that
a task can suffer in an interval for the simultaneous execution of other tasks
scheduled on the same multiprocessor platform.
2.1. Interference time. The results contained in the present section
apply to any collection of tasks scheduled with a work-conserving policy. No
other assumption is made on the scheduling algorithm in use.

P
i
Lemma 2.1. Ik (a, b) ≥ x iff
i6=k min Ik (a, b), x ≥ mx.

Proof. Only
the number of tasks for which it is Iki (a, b) ≥ x.
PIf. Let ξ be
i
If ξ > m, then i6=k min(Ik (a, b), x) ≥ ξx > mx. Otherwise (m − ξ) ≥ 0
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and, using Lemma 1.3 and Equation 1.1,
X
X
X

Iki (a, b)
Iki (a, b) = ξx + mIk (a, b) −
min Iki (a, b), x = ξx +
i6=k

i:Iki ≥x

i:Iki <x

≥ ξx + mIk (a, b) − ξIk (a, b) = ξx + (m − ξ)Ik (a, b) ≥ ξx + (m − ξ)x = mx.

P
If. Note that if i min Iki (a, b), x ≥ mx, it follows

X I i (a, b) X min I i (a, b), x
mx
k
k
Ik (a, b) =
≥
≥
= x.
m
m
m
i6=k

i6=k



Now we are ready to give a first schedulability condition. It is clear that,
for a job to meet its deadline, the total interference on the task must be less
than or equal to its slack time Dk − Ck . Hence, for a task to be schedulable,
the condition must hold for all its jobs. We define the worst-case interference
for task τk as:
I k = max(Ik (rkj , djk )) = Ik (rkj∗ , dj∗
k ),
j

where j∗ is the job instance in which the total interference is maximal. To
simplify the notation, we define:
i

I k = Iki (rkj∗ , dj∗
k ).
Theorem 2.2. A task set τ is schedulable on a multiprocessor composed
by m identical processors iff for each task τk


X
i
(2.1)
min I k , Dk − Ck + 1 < m(Dk − Ck + 1).
i6=k

Proof. If. If Equation 6.1 is valid, from Lemma 2.1 we have I k <
(Dk − Ck + 1). Therefore, for the integer time assumption, job Jkj∗ will be
interfered for at most Dk −Ck time units. From the definition of interference,
it follows that Jkj∗ (and therefore every other job of τk ) will complete after
at most Dk time-units andthe task τk is schedulable.

P
i
Only If. If i6=k min I k , Dk − Ck + 1 ≥ m(Dk − Ck + 1), then we
have:


P
i
P
i
min
I
,
D
−
C
+
1
k
k
k
i6=k
i6=k I k
≥
Ik =
m
m
m(Dk − Ck + 1)
≥
= Dk − Ck + 1,
m
hence task τk is not schedulable.

To better understand the key idea behind Theorem 2.21, consider again
the situation depicted in Figure 2.13. It is clear that, if the interference that
a task τi can impose on task τk in window [rkj , djk ] is greater than Dk − Ck , it
is sufficient to consider only the portion Dk − Ck + 1 in the sum to verify the
1In [BCL05a], a similar theorem is derived for systems without an integer time-

domain. It is composed by two conditions instead of only Equation 6.1. Theorem 2.2
simplifies and generalizes this result, since it is possible to prove that there are schedulable
task sets that can be detected only with Theorem 2.2.
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εk

zk

jobs of the body
...

carried-out job

carried-in job
...

a

b

Figure 4.1. Body, carried-in and carried-out jobs of task τk
in interval [a, b].

schedulability of task τk . Note that the interfering terms in Equation 2.2
can contribute for at most Dk − Ck + 1 time-units, instead of Dk − Ck . The
reason of this complication can be explained analyzing a case in which there
are exactly m tasks interfering another task τk for more than Dk − Ck timeunits. If each interfering term is “chopped” at Dk − Ck time-units, we would
find that the total interference on τk cannot be higher than Dk − Ck , which
is not true. Instead, minimizing each interfering term with Dk − Ck + 1, we
would consider at least as much interference to let τk miss its deadline.
2.2. Workload. The necessary and sufficient schedulability condition
expressed by Theorem 2.2 cannot be used to check if a task set is schedulable
i
without knowing how to compute the interference terms I k ’s. However, we
are not aware on any strategy that can be used to compute the worst-case
interferences starting from given task parameters. To sidestep this problem,
we will use an upper bound on the interference. The test derived will then
represent only a sufficient condition. From Equation 1.2, we know that
i
an upper bound on the interference I k is given by the effective workload
Wi (rkj∗ , dj∗
k ). Since evaluating the worst-case workload is still a complex
task, we will again use an upper bound on it.
To derive a safe upper bound on the workload that a task can produce in
a considered interval, we are interested in finding the densest possible packing of jobs that can be generated by a legal schedule. Since, at this moment,
we are not relying on any particular scheduling policy, no information can
be used on the priority relations among the jobs involved in the schedule.
To simplify the exposition, we will divide the workload Wk (a, b) into
three different contributions (see Figure 4.1):
• body: the contribution of all jobs with both release time and deadline in interval [a, b]; each job contributes to the workload in that
interval with a complete execution time Ck ;
• carry-in: the contribution of at most one job (called carried-in job)
with release time before a and deadline after a; this job contributes
with the carry-in εk , i.e. the fraction of its execution time actually
executed in the interval.

replacemen
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Ti

dh+1
i

rih+1

a

L

rih+2

dh+2
i
b

Figure 4.2. Densest possible packing of jobs of task τi in
interval [a, b].
• carry-out: the contribution of at most one job (called carried-out
job) with release time in [a, b) and deadline after b; this job contributes with the carry-out zk , i.e. the fraction of its execution time
actually executed in the interval.
Notice that in the constrained deadline model there is at most one carry-in
and one carry-out job. We will denote them, respectively, as Jiε and Jiz .
With these premises and as long as there are no deadline misses, a bound
on the workload of a task τi in a generic interval [a, b) can be computed
considering a situation in which the carried-in job Jiε starts executing as
close as possible to its deadline and right at the beginning of the interval
(therefore a = dεi − Ci ) and every other instance of τi is executed as soon as
possible. The situation is represented in Figure 4.2.
Since a job Jij can be ready only in [rij , dji ) and for at most Ci time units,
it is immediate to see that the depicted situation provides the highest possible amount of execution in interval [a, b): moving backwards the interval,
the carry-in cannot increase, while the carry-out can only decrease. Instead,
advancing the interval, the carry-in will decrease, while the carry-out can
increase by at most the same amount. The situation is periodic.
Aided by Figure 4.2, we now compute the effective workload of task τi
in an interval [a.b) of length L in the situation above described. Note that
the first job of τi after the carry-in, is released at time a + Ci + Ti − Di .
The next jobs are then released periodically every Ti time units. Therefore
the number Ni (L) of jobs of τi that contribute j
with an entire WCET
k
 to the
L−(Ci +Ti −Di )
+ 1 . So,
workload in an interval of length L is at most
Ti
(2.2)




L + Di − Ci
Ni (L) =
.
Ti

The contribution of the carried-out job can then be bounded by min(Ci , L+
Di−Ci−Ni (L)Ti )). A bound on the workload of a task τi in a generic interval
of length L is then:
(2.3)

Wi (L) = Ni (L)Ci + min(Ci , L + Di − Ci − Ni (L)Ti ).

We are now ready to state the first polynomial complexity schedulability
test valid for task systems scheduled with work-conserving global scheduling
policies on multiprocessor platforms.
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Theorem 2.3 (BCL). A task set τ is schedulable with any work-conserving
global scheduling policy on a multiprocessor platform composed by m identical processors if for each task τk ∈ τ
X
(2.4)
min (Wi (Dk ), Dk − Ck + 1) < m(Dk − Ck + 1).
i6=k

Proof. Since no assumption has been made on the scheduling algorithm
in use, Equation 2.3 is valid for any work-conserving scheduling algorithm.
i
Using Lemma 1.2, we then have I k = Iki (rkj∗ , rkj∗ + Dk ) ≤ Wi (rkj∗ , rkj∗ + Dk ) ≤
Wi (Dk ). The theorem follows from Theorem 2.2, using Wi (Dk ) as an upper
i

bound for I k .
The above schedulability test consists on n inequalities and can be performed in polynomial time.
Nevertheless, when the algorithm in use is known, this information can
be used to derive tighter conditions. As an example we will hereafter consider the edf and fp cases.
2.3. Schedulability test for edf. When tasks are scheduled accordi
ing to edf, a better upper bound can be found for I k . The worst case
situation can be improved by noting that no carried-out job can interfere
with task τk in the considered interval [rkj∗ , dj∗
k ]: since a carry-out job has, by
j∗
definition, deadline after dk , it will have lower priority than τk , according to
edf. We can then refine the worst-case situation to be used to compute an
upper bound on the interference of a task in [rkj∗ , dj∗
k ]. As shown in [Bak03],
we can consider the situation in which the carried-out job Jiz has its deadline
at the end of the interval — i.e., coincident with a deadline of τk — and
every other instance of τi is executed as late as possible. The situation is
depicted in Figure 4.3.
An upper bound on the interference can then be easily derived analyzing
the above situation. We will again consider the workload in the corresponding interval [rkj∗ , dj∗
k ] of length Dk . There are many possible formulas to
express such workload. We choose to separate the contribution of the first
job contained in the interval (not necessarily the carry-in job) from the rest
of the jobs of τi . Each one of the jobs after thej first
k one contributes for an
Dk
entire worst-case computation time. There are Ti such jobs. Instead, the
j k
first job contributes for Dk − DTik Ti , when this term is lower than Ci . We
therefore obtain the following expression:



 

Dk
Dk
i
i .
Ci + min Ci , Dk −
Ti .
(2.5)
I k ≤ Ik =
Ti
Ti
A schedulability test for edf immediately follows.

Theorem 2.4 (BCL EDF). A task set τ is schedulable with global edf
on a multiprocessor platform composed by m identical processors if for each
task τk ∈ τ
X

(2.6)
min Iik , Dk − Ck + 1 < m(Dk − Ck + 1).
i6=k
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i
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Figure 4.3. Scenario that produces the maximum possible
interference of task τi on a job of task τk when edf is used.
For edf-scheduled systems, this condition is tighter than the condition
expressed by Theorem 2.3.
2.4. Schedulability test for fp. When analyzing task sets scheduled
with fixed priority, the upper bound on the interference given by Equation 2.5 cannot be used. Nevertheless, it is still possible to use the general
bound given by Equation 2.3 that is valid for any work-conserving scheduling
policy. However the tightness of this bound can be significantly improved
for fp by noting that the interference from tasks with lower priority is always null. Theorem 2.3 can then be modified by limiting the sum of the
interfering terms to the tasks with priority higher than τk ’s. The following
theorem assumes tasks are ordered with decreasing priority.
Theorem 2.5 (BCL FP). A task set τ is schedulable with fp on a multiprocessor platform composed by m identical processors if for each task τk ∈ τ
X
(2.7)
min (Wi (Dk ), Dk − Ck + 1) < m(Dk − Ck + 1).
i<k

3. Considerations
The effectiveness of the schedulability conditions given by Theorem 2.3, 2.4
and 2.5 is magnified in presence of heavy tasks. One of the main differences
between our work and the results presented in [GFB01] and [Bak03] lies
in term Dk − Ck + 1 in the minimum. This term directly derives from term
Dk − Ck + 1 in Theorem 2.2. The underlying idea is that when considering
the interference of a heavy task τi over τk , we do not want to overestimate
its contribution to the total interference. If we consider its entire load when
we sum it together with the load of the other tasks on all m processors, its
contribution could be much higher than the real interference. Since we do
not want to overestimate the total interference on a task τk , we can consider only the fraction of the interfering workload that is sufficient to cause
a deadline miss of τk . As we explained in Section 2, this fraction can be
bounded by Dk − Ck + 1.
example 15. Consider a task set τ composed by three task, each one
with deadline equal to period, to be scheduled with edf on a platform composed by m = 2 identical processors: τ = {(20, 30, 30); (20, 30, 30); (5, 30, 30)}.
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It can be verified that both GFB and the test proposed in [Bak03] fail. Instead, using Theorem 2.4, we have that the amount of interference we can
consider on τ1 (or τ2 ) can be bounded by D1 −C1 +1 = 11. The upper bound
on the total interference is therefore given by min(20, 11) + min(5, 11) = 16,
which is less than m(D1 − C1 + 1) = 22. Similarly, for task τ3 the bound
is min(20, 25) + min(20, 25) = 40, which is less than m(D3 − C3 + 1) = 52,
and the test is passed.
2
Even if the derived algorithms contribute increasing the number of schedulable task sets that can be detected, it is possible to show that the absolute
performances of these tests and of any other schedulability test with comparable complexity previously proposed [GFB01, Bak03, ABJ01, And03,
BCL05a, BCL05b, Bak05, Bak06a, TM07] are still far from being tight.
In Chapter 6, we will show that these algorithms reject many schedulable
task sets among a randomly generated distribution.
As for what concerns our tests, the problem is mainly due to the imprecise computation of the carry-in contribution to the total interference.
Basically, in the proofs of our results, we assumed that the carried-in job (in
the edf case) or the first job (in the general and fp cases) of the interfering
tasks is as close as possible to its deadline. This means assuming that every
interfering task τi is as well interfered for Di − Ci time units, which is an
overly pessimistic assumption, as showed in the next example.
example 16. Consider a task set τ composed by τ1 = (1, 1, 1) and τ2 =
(1, 10, 10) to be scheduled with edf on m = 2 processors. When applying
Theorem 2.3 to check the schedulability of the task set, we find a negative
result, due to the positive interference imposed by τ2 on τ1 . However, it is
easy to see that the task set is schedulable on 2 processors.
A less trivial example can be found by adding to τ a couple of tasks τ3
and τ4 equal to τ2 . The test of Theorem 2.3 still fails because it assumes
that the light tasks can receive enough interference to be pushed close to
their deadline and interfere with τ1 . However, it is possible to show that the
task set is schedulable: when the deadlines of τ1 and τ2 coincide, a job of
τ2 would need to be pushed forward for D2 − C2 = 9 time-units to interfere
with τ1 . But the maximum interference that τ2 can receive is lower, as can
be seen using the upper bound on the interferences given by Equation 2.5
with k = 2:
P
P
j∗ j∗
10 + 1 + 1
i6=2 Wi (r2 , d2 )
i6=2 Ii,2
≤
≤
= 6.
I2 ≤
m
m
2
Therefore, τ2 , as well as τ3 and τ4 , will never be able to interfere with τ1 ,
and the task set is scheduable.
2
To improve the performances of our test, a tighter estimation of the interference imposed by a task τi on a task τk is needed. The following section
will formally describe an iterative approach to overcome the drawbacks of
the schedulability tests presented in Section 2.
4. Iterative schedulability tests
The technique used in Example 16 to prove that the proposed task set
is schedulable suggests an iterative method to improve the estimation of the
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carry-in of an interfering task. By calculating the maximum interference a
task τk can be subjected to, it is possible to know how close to its deadline a
job Jkj can be pushed. The lower the interference, the highest is the distance
between the job finishing time fkj to its deadline djk . We call this difference
slack Skj of job Jkj : Skj = djk − fkj . The slack Sk of task τk is instead the
minimum slack among all jobs of τk : Sk = minj (djk − fkj ).
If the slack of a task τk is known, then it is possible to improve the
estimation of the interference τk can impose on other tasks. A positive slack
will allow to consider a less pessimistic situation than the one we considered
in Figure 4.2 and 4.3. When Sk > 0, the densest possible packing of jobs of
τk will produce a lower workload in the considered interval. In this case, a
tighter upper bound on the interference can be used, with beneficial effects
on the schedulability analysis.
As before, we will first derive a general condition that is valid for any
work-conserving scheduling algorithm, adapting it later to the edf and fp
cases.
4.1. Iterative test for general scheduling algorithms. Before introducing slack values to tighten the schedulability conditions, we first show
how to compute these terms for a given task set. However, computing the
minimum slack time of a task in a multiprocessor system is not as easy as it
is for classic uniprocessor systems. Next theorem shows a relation between
the slack of a task τk and the interferences imposed by other tasks on it.
Theorem 4.1. The slack of a task τk scheduled on a multiprocessor
platform composed by m identical processors is given by
%
$P
i
i6=k min(I k , Dk − Ck + 1)
,
(4.1)
Sk = Dk − Ck −
m
when this term is positive.
Proof. When the right hand term of Equation 4.1 is positive, it is
$P
%
i
i6=k min(I k , Dk − Ck + 1)
≤ Dk − Ck .
m
Since x < bxc + 1, then
X
i
min(I k , Dk − Ck + 1) < m(Dk − Ck + 1).
i6=k

Applying Lemma 2.1, we have
I k < (Dk − Ck + 1).
Equation 1.1 gives
i

Therefore
(4.2)

I k ≤ I k < (Dk − Ck + 1).
i

i

min(I k , Dk − Ck + 1) = I k .
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Now, remember that Jkj∗ is the job the suffers the largest interference
among all jobs of τk . From the definition of slack, it follows
j∗
j∗
j∗
Sk = min(djk −fkj ) = dj∗
k −fk = (rk +Dk )−(rk +Ck +I k )) = Dk −Ck −I k .
j

For the integer time assumption, it is I k = bI k c. Using Lemma 1.3 and
Equation 4.2, the slack can be expressed as
$P
i %
 
i6=k I k
Sk = Dk − Ck − I k = Dk − Ck −
m
%
$P
i
,
D
−
C
+
1)
min(I
k
k
k
i6=k
,
= Dk − Ck −
m
proving the theorem.



To make use of the above result, we need to compute the interference
i
terms I k . As we said in the previous part of the paper, this is not an
i
easy task. We will therefore use an upper bound on I k to derive a safe
estimation of the slack. To do so, it is possible to exploit the bounds we
derived in Section 2. For task systems scheduled with a work-conserving
i
algorithm, it is Wi (Dk ) ≥ I k . A lower bound Sklb on the slack Sk of a task
τk is then given by
P

i6=k min(Wi (Dk ), Dk − Ck + 1)
lb
(4.3)
Sk = Dk − Ck −
.
m
where Wi (Dk ) is given by Equation 2.3. However, when a lower bound on
the slack of a task τi is available, it is possible to give an even tighter upper
bound on the interference τi can cause, and use this information either when
checking the schedulability of other tasks, or when computing their slack
parameters. If the value Silb is positive, every job of τi will complete at least
Silb time-units before its deadline. An upper bound on the maximum possible
workload of τi in an interval of length L can then be derived analyzing the
situation in Figure 4.4, which represents a less pessimistic situation then the
one in Figure 4.2. When a lower bound on the slack value of τi is known,
we then override the expression of Wi (L) as follows:
(4.4)
Wi (L, Silb ) = Ni (L, Silb )Ci + min(Ci , L + Di − Ci − Silb − Ni (L, Silb )Ti ),
where
(4.5)

Ni (L, Silb ) =




L + Di − Ci − Silb
.
Ti

Note that when a lower bound on Si is not known, we can simply use
= 0. In this case, Equations 4.4 and 4.5 reduce to the original expressions
given by Equations 2.3 and 2.2. With these conventions, next theorem
follows from Theorem 4.1.

Silb
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Figure 4.4. Densest possible packing of jobs of τi , when Silb
is a safe lower bound on the slack of τi .
Theorem 4.2. A lower bound on the slack of a task τk scheduled on a
multiprocessor platform composed by m identical processors is given by
%
$P
lb
i6=k min(Wi (Dk , Si ), Dk − Ck + 1)
lb
,
(4.6)
Sk = Dk − Ck −
m
when this term is positive.
Theorem 4.2 allows to derive an iterative method to check the schedulability of a task set scheduled with a work-conserving global scheduling
algorithm on a multiprocessor platform:
• For every task in the task set, a lower bound value on the slack of
the task is created and initially set to zero.
• Equation 4.6 is then used to compute a new value of the slack lower
bound of the first task, with Wi (D1 , Silb ) and Ni (D1 , Silb ) given by
Equation 4.4 and 4.5. If the computed value is positive, the upper
bound is accordingly updated. If it is negative, the value is left to
zero and the task is marked as ”temporarily not schedulable”.
• The previous step is repeated for every task in the task set.
• If no task has been marked as temporarily not schedulable, the
task set is declared schedulable. Otherwise, another round of slack
updates is performed using the slack lower bounds derived at the
previous cycle. If during a whole round no slack is updated, the
iteration stops and the task set is declared not schedulable.
Basically, if it isn’t possible to derive a positive lower bound for a task
τk using Equation 4.6, this task will be temporarily set aside, waiting for
a slack update (ie. increase) of potentially interfering tasks; if no update
takes place during a whole run for all tasks in the system, than there is no
possibility for further improvements and the test fails. Otherwise, a higher
slack value of a task τi could result in a sufficiently tighter upper bound
on the interference on τk , so that the schedulability of τk could now be
positively verified. Since Wi (L, Silb ) is a non-increasing function of Silb , the
convergence of the algorithm is guaranteed.
A more formal version of the schedulability algorithm is given in pseudocode by procedure SchedCheck(τ ) in Figure 4.5. For now, suppose Nround limit =
∞. When neither edf nor fp scheduling algorithms are used, procedure
SlackCompute(τk ) should select the slack lower bound value given at
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SchedCheck(τ )
 Check the schedulability of a task set τ .
 All slack lower bounds are initially null: Sklb = 0, ∀k.
 Moreover, Updated = true and Nround = 0.
1 while (Updated == true && Nround < Nround limit) do
2
Feasible ← true
3
Updated ← false
4
for k = 0 to n do
 Try to update the slack lower bound of task τk
5
NewBound ← SlackCompute(τk )
6
if (NewBound < 0) Feasible ← false
7
if (NewBound > Sklb )
8
{ Sklb ← NewBound
9
Updated ← true }
end for
10
Nround ++
 When no task is infeasible, declare success
11
if (Feasible == true) return true
done
 When no slack can be updated anymore, stop the test
12 return false
SlackCompute(τk )
 Computes a lower bound on the slack of a given task τk ,
 depending on the scheduling algorithm in use.
1 case edf :
j P
k
1
i (S lb ), D − C + 1
Bound ← Dk − Ck − m
min
I
k
k
i6=k
k i
2 case fp :
1 P

lb
Bound ← Dk − Ck − m
i<k min(Wi (Dk , Si ), Dk − Ck + 1)
3 else :
j P
k
1
lb
Bound ← Dk − Ck − m
i6=k min(Wi (Dk , Si ), Dk − Ck + 1)
4 return (Bound)
Figure 4.5. Iterative schedulability
conserving scheduling algorithms.

test

for

work-

line 3. The iteration continues updating the lower bounds on the slack values until either no more update is possible, or every task has been verified
to be schedulable.
4.2. Iterative test for edf. When tasks are scheduled with edf it is
i
possible to use a tighter bound on the interference I k . As in Section 2.3,
we will consider the worst-case workload produced by an interfering task τi
when it has an absolute deadline coincident to a deadline of τk , and every
other instance of τi is executed as late as possible.
i
When a lower bound on the slack of τi is known, the upper bound on I k
given by Equation 2.5 can be tightened. Consider the situation in Figure 4.6.
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Figure 4.6. Scenario that produces, with edf, the maximum possible interference of task τi on a job of task τk ,
when Silb is a safe lower bound on the slack of τi .
We express the workload of τi in [rkj∗ , dj∗
k ] separating the contributions of
the first job of τi having deadline inside thej considered
interval, from the
k
Dk
contributions of later jobs of τi . There are Ti later jobs, each one contributing for an entire
time. Instead, the first job
 worst-case computation
j k 
contributes for max 0, Dk − Sklb − DTik Ti , when this term is lower than
Ci . We therefore obtain the following expression:

 

  

Dk
Dk
i
lb
i
lb .
(4.7)
Ci + min Ci , Dk − Si −
Ti
.
I k ≤ Ik (Si ) =
Ti
Ti
0
Again, when a lower bound on Si is not known, we can simply use
Silb = 0. In this case, Equation 4.7 reduces to Equation 2.5. Next theorem
then follows from Theorem 4.1.
Theorem 4.3. A lower bound on the slack of a task τk scheduled with
edf on a multiprocessor platform composed by m identical processors is given
by


 X




1
min Iik (Silb ), Dk − Ck + 1  ,
(4.8)
Sklb = Dk − Ck − 
m
i6=k

when this term is positive.

For edf-scheduled tasks, Equation 4.3 allows to derive a slack lower
bound tighter than the one given by Theorem 4.2.
The iterative method we described for general work-conserving algorithm, applies as well to the edf case. The only difference lies at line 3 of
procedure SlackCompute(τk ) in Figure 4.5, where the bound given by the
left hand side of Equation 4.8 is selected for edf-scheduled systems.
4.3. Iterative test for fp. Since using fixed priority scheduling the
interference caused by lower priority tasks is always null, Theorem 4.2 can
be modified limiting the sum of the interfering terms to the higher priority
tasks. Assuming tasks are ordered with decreasing priority, next theorem
follows.
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Theorem 4.4. A lower bound on the slack of a task τk scheduled with
fixed priority on a multiprocessor platform composed by m identical processors is given by
$P
%
lb ), D − C + 1)
min(W
(D
,
S
i
k
k
k
i
i<k
(4.9)
Sklb = Dk − Ck −
m
when this term is positive.
To apply the previously described iterative method to systems scheduled
with fp, procedure SchedCheck(τ ) can still be used. In this case, the
function SlackCompute(τk ) will select the bound given at line 2. However,
there is an important difference from the edf and the general cases: for
fixed priority systems, when a task is found temporarily not schedulable
during the first iteration, the test can immediately stop and return a false
value. In fact, there is no hope that this result could be improved with
successive tighter estimations of the interferences produced by lower priority
tasks. In other words, suppose that procedure SlackCompute(τk ) returns
a negative slack lower bound for a task τk . The considered contribution to
the total interference of tasks with priorities lower than τk ’s is null. Since
the slack values are updated in order of task priority starting from the
highest priority task, we know that later slack updates cannot further reduce
the interference on τk or on higher priority tasks. Therefore, later calls to
function SlackCompute(τk ) will always return the same negative value,
eventually failing the test.
This observation allows to limit the number of slack updates to one for
each task. This can be done by choosing Nround limit = 1 in procedure
SchedCheck(τ ) when the scheduler is fp. We will show that this limited
possibility of slack updates for fixed priority systems doesn’t degrade the
performances of our test, nor it causes any schedulability penalty.
5. Computational complexity
The schedulability tests given by Theorems 2.3, 2.4 and 2.5 are composed
by n inequalities, each one requiring a sum of n contributions. The overall
complexity is therefore O(n2 ).
Instead, the complexity of the iterative tests introduced in Section 4 depends on the number of times the lower bound on the slack of a task can be
updated. Consider procedure SchedCheck(τ ) in Figure 4.5. For now, suppose Nround limit = ∞. A single invocation of function SlackCompute(τk )
takes O(n) steps. Since, the for cycle at line 4 calls this function once for
each task, the complexity of a single iteration of slack updates is O(n2 ). Now,
the outer cycle is iterated as long as there is a change in one of the slack values. Since, for the integer time assumption, the slack lower bound of a task
τk can be updated at most Dk − Ck times, a rough
Pupper bound on the total
number of iterations of the while cycle at line 1 is k (Dk −Ck ) = O(nDmax ).
Therefore the overall complexity of the algorithm is O(n3 Dmax ). Anyway,
the complexity can be significantly reduced if the test is stopped after a finite number Nround limit of iterations. If this is the case, the total number
of steps taken by the schedulability algorithm is O(n2 Nround limit).
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Figure 4.7. Number of schedulable task sets found by procedure SchedCheck(τ ) with edf, for different values of
Nround limit, m = 2 and σu = 0.25.
For the fp case, we know from Section 4.3 that setting Nround limit = 1
doesn’t degrade the schedulability performances of the test, obtaining an
O(n2 ) test. For edf and for the general case, instead, limiting the number
of cycles to a low value could reduce the number of admitted task sets,
rejecting some schedulable task set that could otherwise be admitted after
a few more steps. However, the schedulability loss is negligible even with
very low Nround limit’s.
Consider Figure 4.7, representing the number of task sets that are found
schedulable by procedure SchedCheck(τ ) for different values of Nround limit:
1, 2, 3, ∞, among a distribution of randomly generated task sets. The particular figure refers to the edf-scheduling of a randomized distribution of
task sets with mean utilization σu = 0.25 on a platform with two processors,
but it is pretty much representative of the general behavior of our iterative
algorithm. When the slack upper bound is updated at most once for each
task, the behavior is almost identical to the test given by Theorem 2.4 and
denoted with BCL EDF. When two updates for each task are allowed, the
number of schedulable task sets found by the algorithm increases dramatically. For Nround limit = 3, the test detects almost every task set that
can be detected using an unbounded Nround limit. This means that using
procedure SchedCheck(τ ) with Nround limit = 3, or slightly higher values, we obtain an efficient solution to detect a high number of schedulable
task sets, at low computational effort. The low complexity (O(n2 )) of the
test suggests the application of this algorithm to systems with very strict
timely requirements and for run-time admission control.
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6. Schedulability tests for edzl
Another interesting application of our techniques is for task systems
scheduled with edzl. With this algorithm, each task is scheduled with
edf, unless it reaches a zero-laxity condition, in that case it is promoted
to the highest priority. Cirinei and Baker proved in [CB07] that edzl
is a predictable algorithm. They also noted that to have a deadline miss
with edzl-scheduling, there must be at least m + 1 tasks that reach a zerolaxity condition. We hereafter show a slightly modified version of the main
schedulability test presented in [CB07].
Since edzl dominates edf, a sufficient schedulability test for edf-scheduled
systems is a valid sufficient test also for edzl-scheduled systems. We can
then apply Theorem 2.2 to check the schedulability of periodic and sporadic
task sets scheduled with edzl. However, a tighter test can be found in
this case by checking as well if there are at least m + 1 tasks that reach
a zero-laxity condition. If not, then the schedulability is guaranteed. In
fact, since edzl assigns the highest priority to at most m active jobs with
zero-laxity, no one of them can incur in a deadline miss. A simple revision
of Theorem 2.2 allows to prove the following result.
Theorem 6.1. A task set τ is schedulable with edzl on a multiprocessor
composed by m identical processors if there are less than m + 1 tasks τk for
which the following condition is violated


X
i
(6.1)
min I k , Dk − Ck < m(Dk − Ck ).
i6=k

Proof. If Equation 6.1 is valid, from Lemma 2.1 we have I k < (Dk −
Ck ). Therefore, for the integer time assumption, job Jkj∗ will be interfered
for at most Dk − Ck − 1 time units. From the definition of interference, it
follows that Jkj∗ (and therefore every other job of τk ) will complete after at
most Dk − 1 time-units. Therefore, task τk can never reach a zero-laxity
condition. By hypothesis, this consideration is valid for at least n − m
tasks. Therefore, there are at most m tasks that have an instance with
zero-laxity. Since edzl gives highest priorities to these instances, and since
there are enough processors to contemporarily serve all of them, the theorem
follows.

Note that the above theorem gives just a sufficient schedulability condition. In fact, it only checks if there are more than m tasks that reach a
zero-laxity condition, but it doesn’t verify if this condition is contemporarily
verified by all of them. An exact condition would need to check if there is
a time-instant in which there are at least m + 1 tasks that have null laxity
at the same time-instant. A task set is schedulable with edzl if and only if
there is no no such instant.
Another important result proved in [CB07] is that the worst-case interference of a task τi on a task τk is produced when both tasks have a
common deadline, as in the edf case depicted in Figures 4.3 and 4.6. This
allows to replace the interfering terms in Equation 6.1 with the same bounds
we used when deriving the sufficient schedulability test of Theorem 2.4 for
edf-scheduled systems.
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Theorem 6.2. A task set τ is schedulable with edzl on a multiprocessor
composed by m identical processors if there are less than m + 1 tasks τk for
which the following condition is violated
X

(6.2)
min Iik , Dk − Ck < m(Dk − Ck ),
i6=k

where

Iik

is defined by Equation 2.5.

Since the sufficient test of Theorem 2.4 is valid as well for edzl-scheduled
systems, and since it can detect some schedulable task set that is not detected by Theorem 6.2, a good option seems to use both tests together.
As in the edf case, it is possible to derive a tighter edzl-schedulability
condition using a slack-based iterative technique. For what we said, Equation 4.7 is a valid slack-based upper bound on the interference also in the
edzl-case. Therefore, Theorem 4.3 applies as well to edzl. However, the
iterative method implemented by procedure SchedCheck(τ ) in Figure 4.5
can be improved. While with edf the iteration stopped when a non-negative
slack lower bound was verified for all n tasks in the system, with edzl it is
enough to check if at least n − m tasks have a strictly positive slack lower
bound, so that no more than m tasks could reach a zero-laxity condition, assuring edzl-schedulability. Note that it is still possible to successfully stop
the test as well when all tasks have a non-negative slack lower bound. A formal version of this schedulability algorithm is given in pseudo-code by procedure EDZLSchedCheck(τ ) in Figure 4.8. Procedure SlackCompute(τk )
returns the same value it returned in the edf case.
Since the worst-case behavior of Procedure EDZLSchedCheck(τ ) is
the same as Procedure SchedCheck(τ ) for edf-scheduled systems, the
overall complexity of the iterative edzl-schedulability test is the same as
the edf test. The considerations we made in Section 5 for edf-scheduled
systems are therefore valid as well for systems scheduled with edzl.
7. Conclusions
We addressed the schedulability analysis of real-time systems globally
scheduled on a platform composed by identical processors. This chapter
represents an extended version of the work in [BCL05a] and [BCL05b].
We improved the previous works in the following ways:
• Compared to the tests contained in [BCL05a] and [BCL05b],
the schedulability conditions of Theorem 2.2, 2.3, 2.4 and 2.5 are
simplified. While previous tests were composed by two conditions,
the new schedulability checks are composed by a single condition
that generalizes the previous ones.
• We unified the edf and fp analysis, generalizing it to any workconserving scheduling algorithm.
• We improved the effectiveness of the previous approach by refining
the carry-in computation in an iterative way. This represents the
most significative improvement in terms of number of schedulable
task sets detected.
The experiments we will present in Chapter 6 show that the iterative algorithm given by procedure SchedCheck(τ ) detects the highest number
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EDZLSchedCheck(τ )
 Check the schedulability of a task set τ .
 All slack lower bounds are initially null: Sklb = 0, ∀k.
 Moreover, Updated = true and Nround = 0.
1 while (Updated == true && Nround < Nround limit) do
2
ZLtasks ← 0
3
Feasible ← true
4
Updated ← false
5
for k = 0 to n do
 Try to update the slack lower bound of task τk
6
NewBound ← SlackCompute(τk )
7
if (NewBound ≤ 0) ZLtasks ++
8
if (NewBound < 0) Feasible ← false
9
if (NewBound > Sklb )
10
{ Sklb ← NewBound
11
Updated ← true }
end for
12
Nround ++
 When there are at most m zero-laxity tasks, declare success
13
if (ZLtasks <= m) return true
 When no task is infeasible, declare success
14
if (Feasible == true) return true
done
 When no slack can be updated anymore, stop the test
15 return false
Figure 4.8. Iterative schedulability test for edzl.
of schedulable task sets among all existing tests with comparable complexity. Only a negligible percentage of task sets is detected by some algorithm
in literature but not by our iterative test. This improvement in term of
schedulable task sets detected is given at a low computational cost, being the
complexity of the schedulability algorithm in O(n2 ). These considerations
suggests the use of our iterative test also for run-time admission control.

CHAPTER 5

Response-Time Analysis for global schedulers
The analysis developed in this chapter will allow to improve the schedulability tests presented in the previous sections for systems scheduled with a
global algorithm, deriving new tests that are able to detect a higher number
of schedulable task sets, at the price of a slightly higher (pseudo-polynomial)
complexity. The added computational effort is comparable to the cost of
techniques widely used in the uniprocessor case. We believe this is a reasonable cost to pay, given the intrinsically higher complexity of multi-processor
devices.

1. Introduction
As mentioned in Chapter 2, the worst-case response-time of a task in
a uniprocessor system can be computed analyzing a particular situation,
called critical instant, in which all tasks are contemporarily released and periodically activated with the minimum possible inter-arrival time. A schedulability test that makes use of this consideration is given by Theorem 1.3.
It is an exact test for periodic and sporadic task systems scheduled with
fp on a single processor platform, that compares the worst-case response
time of every task with the corresponding deadline. This technique is called
Response Time Analysis (RTA), and has pseudo-polynomial complexity.
When trying to apply RTA to multiprocessor systems, a first big problem
is given by the absence of a known critical instant to use for the computation
of worst-case parameters. In fact, as we showed in Section 2, the synchronous
arrival of all tasks is not a critical instant when a global scheduler is used on a
platform composed by more than one processor. Therefore, the applicability
of classic RTA to multiprocessor task systems is not so immediate. In this
chapter we will make a first step in this sense, deriving pseudo-polynomial
algorithms to compute safe upper bounds on the response times of globally
scheduled task systems. This will allow to derive sufficient schedulability
tests, that dramatically improve over all recently proposed algorithms.
We consider a constrained deadline task set τ composed by n periodic
or sporadic tasks to be scheduled on m identical processors, using a workconserving global scheduler. The adopted task model is described in Section 3.2. The meanings of interfering terms, as well as of body, carry-in
and carry-out jobs, are the same ones used in Chapter 4. Remind that
the response time Rk of task τk is defined as the worst-case finishing time
among all jobs of τk , ie. Rk = maxJ j ∈τ (fkj − rkj ). Note that when a task
k
k
set is schedulable, each task has a response time lower than or equal to its
deadline.
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The rest of the paper is organized as follows. In Section 2, we present our
new analysis, adapting it to two representative migration-based scheduling
algorithms, such as edf and fp. The complexity of the derived algorithms
will be evaluated in Section 3. In Section 4, we will expose our general
considerations and discuss the applicability of our techniques to other kinds
of global schedulers. Finally, we will draw our conclusions in Section 5.
The effectiveness of the proposed analysis will be proved with convincing
arguments and extensive simulations.
2. Schedulability analysis
Response Time Analysis (RTA) is an effective technique that has been
widely used to derive schedulability tests and run-time parameters for various different models of task systems scheduled on a single processor. Even if
RTA has initially been applied to fixed priority uniprocessor systems [ABRW93,
BW01], later works addressed as well the edf case [Spu96, PH05]. As
we mentioned, uniprocessor RTA relies on the concepts of critical instant
and busy period, allowing to find the worst possible response time for a
considered task. For fixed priority scheduling, the simultaneous activation
of all tasks represents a critical instant [LL73]. For edf, things slightly
change, ie. the worst-case is not necessary given by an instance arriving
when all other tasks are contemporarily released. However, the notion of
critical instant may still be useful, since it can be proved [BMR90] that
the worst-case response time for a task can be found inside a continuously
backlogged interval starting with the synchronous arrival of all tasks. This
interval is often called busy period, or problem window. A schedulability test
for periodic and sporadic task sets on a uniprocessor is then easily derived
checking the response times of all tasks in an interval starting with a critical
instant and in which jobs are released as soon as possible, and comparing it
to the corresponding deadlines.
However, when trying to adapt these techniques to multiprocessor systems, there are various anomalies to consider (see Chapter 2). In particular, the synchronous periodic case is not a critical instant for sporadic task
systems, as proved by Example 1. This is a big problem when analyzing
multi-processor platforms, since it is not so easy to find a ”representative”
interval where to compute the worst-case response time of a task.
The few existing results applying Response Time Analysis to globally
scheduled multiprocessor systems were only a first attempt to generalize the
uniprocessor techniques to the more complex case under consideration. Sufficient RTA-based schedulability tests are shown in [Lun98, AJ01, BW01]
for multiprocessor system scheduled with fixed priority. We hereafter recall
the main result.
Theorem 2.1 (from [Lun98, AJ01, BW01]). Given a task set τ scheduled with fixed priority, a bound on the maximum response time Rkub of a task
τk ∈ τ is given by the fixed point reached iteratively repeating the following
operation, with initial value Rkub = Ck :
 ub 

Rk
1 X
Ci + Ci .
(2.1)
Rkub ← Ck +
m
Ti
i<k
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A sufficient schedulability condition is then obtained checking if Rkub ≤
Dk for every τk ∈ τ . Basically, with Equation 2.1, a bound on the maximum
response time is derived considering the maximum possible contributions,
ie. equal to the task WCET, for both the carried-in and carried-out jobs.
This is an overly pessimistic assumption, leading to a significant number of
rejected task sets.
A better approach to refine carry-in and carry-out estimations can be
obtained exploiting the techniques presented in Chapter 4. We will hereafter show how to adapt such techniques to derive safe upper bounds on
the response times of task systems scheduled with global work-conserving
algorithms. Since, due to space reasons, it is not possible to apply our analysis to every major global scheduling algorithm, we decided to show two
representative cases: edf and fp. Results for other kinds of algorithms can
be derived in similar ways.
2.1. Bounding the Interference. The following part of the analysis
will consider the particular instance of task τk that is subjected to the maximum possible interference using a given scheduling algorithm. Even if we
don’t know the location of this instance, nor the conditions at which it is
maximally interfered, we can anyway denote it with Jkj∗ . Computing the
finishing time of Jkj∗ will lead to the response time of τk , ie. fkj∗ = Rk .
With these notations, a result that will be useful to bound the worst-case
interference imposed by each task is hereafter derived.
Remember that an upper bound on the interference is given by the
workload, as shown in Equation 1.2. The interference on a task τk can be
further restricted by noting that no interfering task can contribute to the
response time of τk for more than Rk − Ck time-units. To formally state this
result we will make use of Lemma 2.1.
Theorem 2.2. A task τk has a response time bounded by Rkub if


X
min Iki (rk∗ , rk∗ + Rkub ), Rkub − Ck + 1 < m(Rkub − Ck + 1)
i6=k

Proof. If the inequality holds for τk , from Lemma 2.1 we have
Ik (rkj∗ , rkj∗ + Rkub ) < (Rkub − Ck + 1)

therefore Jkj∗ will be interfered for at most Rkub − Ck time units. From the
definition of interference, it follows that Jkj∗ (and therefore every other job
of τk ) will complete at most at time Rkub .

Basically, the above theorem states that to compute an upper bound on
the response time of a task τk , it is enough to consider, for every interfering
task τi , a contribution of at most (Rk − Ck + 1).
To effectively use Theorem 2.2 in our response time analysis, we would
like to derive an estimation of the workload in a window [rkj∗ , rkj∗ + Rkub ).
2.2. Bounding the Workload. Also evaluating the worst-case workload is a complex task. Again, we will use an upper bound to avoid the
need to simulate the system. To do that, we can use the results derived in
Chapter 4: as long as there is no deadline miss, a bound on the effective
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workload of a task τi in a generic interval [a, b) can be computed considering
the situation in Figure 4.2, with the carried-in job Jiε executing as close as
possible to its deadline and right at the beginning of the interval (therefore
a = dεi − Ci ), and every other instance of τi executing as soon as possible.
The effective workload in this situation is given by Equation 2.3:
with

Wi (L) = Ni (L)Ci + min(Ci , L + Di − Ci − Ni (L)Ti ),


L + Di − Ci
.
Ni (L) =
Ti
Since no assumption has been made on the scheduling algorithm in use, the
bound of Equation 2.3 is valid for any scheduling algorithm. Nevertheless,
when the algorithm in use is known, other bounds can be derived. Next
paragraphs will consider the edf and fp cases.
Systems scheduled with edf. When tasks are scheduled with edf,
we know from Chapter 4 that the interference produced by a task τi on
a job of task τk is bounded by the effective workload produced in interval
[rk , rk + Dk ) by τi in the situation of Figure 4.3, where the carried-out job
Jiz has its deadline at the end of the interval, ie. coincident with a deadline
of τk , and every other instance of τi is executed as late as possible. The
effective workload is in this case bounded by Equation 2.5:



 

Dk
Dk
i
Ci + min Ci , Dk −
Ti .
Ik =
Ti
Ti


Note that the above bound is valid only if the length of the considered
interval is Dk , ie. the relative deadline of the interfered task.
We are now ready to state a first result for the edf case.

Theorem 2.3 (RTA for edf). An upper bound on the response time of
a task τk in an edf-scheduled multiprocessor system can be derived by the
fixed point iteration on the value Rkub of the following expression, starting
with Rkub = Ck :




n
X


1
ub
i
ub
min(Wi (Rk ), Ik (Dk ), Rk − Ck + 1) ,
(2.2)
Rk ← Ck + 
m
i=1,i6=k

where Wi (Rk ) and

Iik (Dk )

are given by Equations 2.3 and 2.5.

Proof. The proof is by contradiction. Suppose the iteration ends with
a value Rkub ≤ Dk , but the response time of τk is higher than Rkub . Since the
iteration ends, it is



 X


1
ub
i
ub

min(Wi (Rk ), Ik (Dk ), Rk − Ck +1)
Rk = C k +
m
i6=k

For Equation 1.2,

Wi (Rk ) ≥ Iki (rkj∗ , rkj∗ + Rkub ).

i .
Let I k = Iki (rkj∗ , dkj∗ ) = Iki (rkj∗ , rkj∗ + Rkub ). We know that
i

Iik (Dk ) ≥ Iki (Dk ) ≥ I k
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as long as Rkub ≤ Dk . Therefore,


 X


1
i
ub
ub

Rk ≥ Ck +
min(I k , Rk − Ck + 1) .
m
i6=k

Since, by hypothesis, the response time of τk is higher than Rkub , the inverse
of Theorem 2.2 gives


X
i
min I k , Rkub − Ck + 1 ≥ m(Rkub − Ck + 1).
i6=k

Therefore,

Rkub ≥ Ck + b

1
m(Rkub − Ck + 1)c = Rkub + 1
m

reaching a contradiction.
It remains to show that the iteration converges in a finite amount of
time. This is assured by the integer time assumption, and by noting that
the assignment of Equation 2.2 is a monotonically non-decreasing function

of Rkub .
A schedulability test can than be performed by repeating the iteration
described above for every task τk ∈ τ . If every iteration ends before the
corresponding deadline value, than the task set is schedulable with edf.
Fixed Priority systems. For fixed priority systems the bound on the
interference given by Equation 2.5 isn’t applicable. Nevertheless, another
property allows to increase the effectiveness of the response time analysis:
since no task can contribute to the interference on a higher priority task, it
is Iki = 0, ∀i ≤ k. Next theorem immediately follows from this consideration
and the proof of Theorem 2.3.
Theorem 2.4 (RTA for fp). An upper bound on the response time of a
task τk in a multiprocessor system scheduled with fixed priority can be derived
by the fixed point iteration on the value Rkub of the following expression,
starting with Rkub = Ck :
%
$
X
1
min(Wi (Rk ), Rkub − Ck + 1) .
(2.3)
Rkub ← Ck +
m
i<k

Even if Iik (Dk ) cannot be inserted inside the minimum in the RHS of
Equation 2.3, we will see that the limitation of the sum to the first k − 1
terms compensates by far this loss.

2.3. Exploiting slack values. The performance of our response time
analysis can be significantly improved with a simple consideration. Since
the algorithms of Theorems 2.3 and 2.4 allow to find an upper bound on
the response time of a task τi , it is possible to consider this bound when
applying the same algorithm to another task τk . As in the iterative test
described in Chapter 4, this can decrease the possible interference of τi on
τk .
A lower bound on the slack time of a task τi is, trivially
Silb = Di − Riub .
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Theorems 2.3 and 2.4 don’t need to be modified. It is enough to replace
the upper bounds given by Equations 2.3 and 2.5, with the corresponding
slack-based bounds given by Equations 4.4 and 4.7 (see Figures 4.4 and 4.6):
Wi (L, Silb ) = Ni (L, Silb )Ci + min(Ci , L + Di − Ci − Silb − Ni (L, Silb )Ti ),
with
Ni (L, Silb )
and


L + Di − Ci − Silb
=
,
Ti



 

  
Dk
Dk
lb
Ci + min Ci , Dk − Si −
Ti
.
=
Ti
Ti
0
including the slacks previously computed for the interfering tasks. Everything else remains unchanged.
Theorems 2.3 and 2.4 can then be applied to every task in the system,
using each time the most recently computed values for the slack of the
interfering tasks. The analysis can then be repeated again starting with
the slack values from the previous iteration. The first task, that at the
previous iteration didn’t consider any slack for the interfering tasks, can
this time take advantage of the positive slacks previously computed for the
other tasks, leading to a lower worst-case response time.
If the target is to verify the schedulability of the system, the whole
procedure can successfully stop when all tasks are verified to have an upper
bound on the response time lower than their deadline. If a task still didn’t
converge when Rkub > Dk , it will be temporarily set aside, waiting for a
slack update (ie. increase) of potentially interfering tasks; in this case, if
no update takes place during a whole run for all tasks in the system, than
there is no possibility for further improvements and the test fails.
On the other hand, if the target is to derive the closest possible value
for every response time, the procedure can go on until there is no more
change in any response time. Note that every slack function is monotonically
non-decreasing since, at each step, the considered interference from other
tasks can only be lower than or equal to the interference considered in the
precedent step. This allows to bound the overall complexity of the whole
slack-based analysis.
Since introducing the slack updates to our analysis will significantly improve performances at a reasonable cost, we suggest the use of this extended
RTA version every time there are no tighter requirements on the affordable
run-time complexity.
Iik (Silb )



3. Computational Complexity
The complexity of a single run of the procedure of Theorems 2.3 and 2.4
is comparable to the complexity of similar uniprocessor techniques. Since
the response time Rkub of a task τk is updated with integer values, a single
iteration for a task τk will converge, or fail, in at most (Dk − Ck ) steps.
However, it is possible to further improve the average behavior of the
algorithm, noting that a potential weakness is given by the contribution
(Rkub − Ck + 1) in the minimum of the interfering terms. This value can
cause a slow progression of the iteration towards the final value, due to the
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low rate at which the response time is increased at each step. If the final
response time is very late in time, the iteration will potentially converge
after a lot of iterations. Even if the observed overall speed of the procedure
seems sufficiently high (allowing to positively check millions of tasks in a few
minutes), slight modifications on the algorithm may be desirable for faster
run-time admission control tests. An alternative that provably increases
the speed of the procedure without compromising the performances can be
splitting the procedure in two stages. In the first stage, the value (Rkub −Ck +
1) is replaced by (Dkub − Ck + 1). If the task nevertheless converges to a value
Rkub ≤ Dk , it is then possible to refine the derived bound on the response
time in a second stage, using again the minimum on the interference with
the original term (Rkub − Ck + 1), updated with the value derived in the
precedent stage. This allows to proceed by greater steps towards the final
bound, eventually retreating if the step was too big. The simulations we ran
with this alternative strategy didn’t show significant losses in the number of
schedulable task sets detected in comparison with the original algorithm.
Another factor that could affect the overall average complexity is the
order in which the minimum slacks are updated. In other words, it is possible
to apply the RTA Theorems sequentially to every tasks, or alternatively restart from the first task every time one of the potentially interfering tasks
updates its slack value, or, again, follow some particular order to maximize
the slack updates at each step. We believe that the first sequential approach
represents on average a good compromise. The worst-case complexity of this
approach can be derived noting that to trigger a further round of analysis
on all tasks, at least one task should have an update of its response time.
Since every task can increase its slack lower bound at most (Dk − Ck ) times,
the
P worst-case number of rounds to be performed can then be
Pbounded by
(D
−
C
).
Each
one
of
this
rounds
will
take
at
most
k
k
k
k (Dk − Ck )
steps to sequentially update the slacks of all tasks. Therefore a bound on
the overall number of steps of the whole process of finding the best possible
estimations
on the response times for every task in the task set is given by
P
2 . This bound can then be lowered noting that not every
( k (Dk − Ck ))P
round requires k (Dk − Ck ) steps, but later rounds will converge sooner.
It can be P
proved that a tighter bound on the overall number of steps is
( k (Dk −Ck ))2
2 ). Since every step is just
, which is still O(n2 Dmax
given by
2
a sum of at most n contributions, the overall complexity of the RTA is
2 ), and therefore pseudo-polynomial. Even if we limit the number
O(n3 Dmax
of rounds of slack updates to a value Nround limit – as we did for the
iterative schedulability test of Chapter 4 – the overall complexity remains
pseudo-polynomial: O(n2 Dmax Nround limit).
When fixed priority schedulers are used, the complexity of our RTA is
much lower: since the interference from lower priority tasks is always null,
there won’t be any advantage in performing more than a single round of
slack updates. The overall complexity is therefore O(n2 Dmax ).
The pseudo-polynomial bound on the worst-case number of steps of the
most complete version of our RTA considers a very pessimistic situation. We
found in our experiments that average performances are much better than
that. To give an idea, we have been able to perform the full response time
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analysis for millions of task sets in a few minutes, for various different system
configurations. This rates suggest that our test can be a good candidate also
for on-line admission control.
4. Considerations
The general approach followed allows to extend the main ideas behind
the proposed analysis to global scheduler different from plain edf or fixed
priority. As an example, the RTA of Theorem 2.4 can be applied to any
work-conserving global scheduler, by extending the sum to every task in the
system. This result can be used to analyze systems for which no schedulability test exists in literature, providing as well useful timely characteristics
like slack and response time estimations.
Another important class of schedulers to which our response time analysis is applicable is given by the hybrid global scheduling algorithms, like
edf-us [SB02],edf-ds, fpedf [Bar04b], edfk [GFB01, Bak05], edfk,min [BB07],
etc. However, existing schedulability tests for these algorithms seem still
very far from necessary conditions, losing a great share of system capacity
to guarantee hard real-time performances, relying in most of the cases on
utilization and density bounds close to half of the system capacity. The analysis developed in this chapter seems instead very promising in this sense,
needing only minor changes to be adapted to such systems. Due to the
variety of existing hybrid schedulers, a deeper analysis of these algorithms,
as well as an extension of our RTA to edzl-scheduled systems – similar to
the extension proposed in Chapter 4 – is left to future works.
Another observation that is worth mentioning refers to the minimum
slack values Sk that are computed as by-products of our schedulability analysis. These values are not only useful to check the schedulability of a task
set, but can also be used to measure the sensitivity of the system to variation of timely parameters. If every task has a reasonable minimum slack
value, the whole system will be sufficiently robust to deal with isolated
anomalies and overload conditions. Alternatively, it is possible to use the
available slack to decrease the frequency of the system clock feeding the
CPUs in a synchronous multiprocessor platform without affecting the overall schedulability. The obvious outcome of such a solution would be to allow
a corresponding more than linear decrease in the power consumed. Explicit
relations between robustness properties and slack parameters depend on the
global algorithm used, but, due to space limits, will not be treated in this
paper.
Finally, we would like to point out that the RTA-based schedulability
tests derived in this chapter are sustainable with respect to task periods. In
fact, it can be noted by Equations 2.2 and 2.3 that the considered upper
bounds Wi (Rkub , Silb ) and Iik (Silb ) on the interfering contribution of a task
τi on another task τk are non-increasing functions of Ti . Therefore, the
schedulability of τk is not affected when Ti in increased. Moreover, Tk has no
influence on the upper bound on the response time computed for τk , proving
the assertion. The same consideration is valid as well for the schedulability
tests proved in Chapter 4. More work is needed to verify the sustainability
with respect to task WCET’s and deadlines.
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5. Conclusions
We developed a new approach for the analysis of real-time task systems globally scheduled on a Symmetric Multiprocessor Platform. Safe estimations of task response times and slack values are efficiently computed
in pseudo-polynomial time, allowing to derive efficient schedulability tests
that can be easily adapted to many different scheduling algorithms. We will
show in Chapter 6 that the proposed approach dramatically improves over
existing solutions, significantly increasing the number of schedulable task
sets detected.

CHAPTER 6

Simulations
To characterize the performances of a schedulability test, there are various metrics that can be used. An example is given by the resource augmentation bound used in [PSTW97, BF07a]1. We prefer to follow a simulative
approach that considers the number of schedulable task sets detected by a
given schedulability test among a randomly generated distribution of task
sets. The problems related to this approach will be analyzed in Section 1.
In Section 2, we will then show the task generation method we decided to
adopt. In Section 3 we compare the performances of the schedulability tests
derived in this dissertation with the major existing tests for global scheduling
algorithms. Finally, we will present our conclusion in Section 4.
1. Introduction
In the previous chapters, we presented an exhaustive summary of the
major existing schedulability tests for globally scheduled periodic and sporadic task systems. We then developed new techniques that can be used
to check the schedulability of such task systems. These techniques vary
in terms of computational complexity and number of schedulable task sets
detected. We will show in this chapter that the work presented in this dissertation will allow to significantly increase the average number of task sets
detected among a randomly generated distribution of task sets.
To properly compare the schedulability tests developed throughout this
work, a first problem is how to generate a distribution of task sets that is
representative of the general behavior of a real-time system. As pointed
out by Bini and Buttazzo in [BB], the way in which task parameters are
extracted has a significant influence on the measured performances. In the
same paper, the author propose a method to generate a uniform distribution
of task sets with a desired total utilization, when a single processor platform
is used. Applying this method for multiprocessor systems is however not
so immediate, unless accepting as well task sets having some tasks with
utilization larger than one. Since all such task sets would be trivially not
feasible, the straightforward implementation of the task generation method
proposed in [BB] is not useful for multiprocessor systems. We will therefore
use different strategies to extract task parameters.
1As mentioned in Chapter 2, a resource augmentation bound for a given schedulability
test is derived finding a processor speedup factor x that verifies the following assertion: a
task set τ passes the considered schedulability test if τ is feasible on a platform composed
by m processors that are x times slower. In other words, a speedup factor of x compensates
for both the non-optimality of the scheduling algorithm in use and the inexactness of the
considered schedulability test.
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Another problem is related to the absence of exact feasibility and schedulability tests for globally scheduled multiprocessor systems. Since no such
test is known, we don’t have any term of comparison against which to evaluate the absolute performances of a given schedulability test. To sidestep
this problem, an option is to compare the performances of a given test with
feasibility conditions that are only necessary (albeit not sufficient). The
tightest known necessary test for the feasibility of multiprocessor systems
is the one described in [BC06a] and given by Theorem 2.4. We will implement a pseudo-polynomial version of this test for sporadic task systems,
and use this algorithm to decide which task set to consider from a randomly
generated distribution: every task set that is rejected by this test, will also
be excluded by our testing set.
A problem of this implementation is the high computational complexity
that doesn’t allow to simulate task systems composed by a large number
of tasks. When the particular configuration of our testing set implies a
large number of tasks, we will use instead the simpler necessary feasibility
condition given by Equation 2.1: Utot ≤ m.
Independently from the necessary condition used to exclude task sets
that are for sure infeasible, we will denote the curve corresponding to the
total number of task sets in the considered testing set with TOT.
2. Simulation setup
We describe here the generation method we adopted to build our testing
set of task systems.
Every task has been generated in the following way: utilization extracted
according to exponential distribution with mean σu , re-extracting tasks with
utilization Ui > 1; period (and, implicitly, execution time) from a uniform
distribution in [0, 2000]; deadline from a uniform distribution between Ci
and Pi .
For each experiment we generated 1.000.000 task sets according to the
following procedure:
(1) Initially, we extracted a set of m + 1 tasks.
(2) We then checked if the generated task set passed the necessary condition for feasibility proposed by Baker and Cirinei in [BC06a], and
given by Theorem 2.4. Due to the high complexity of this necessary
test, we use the simpler Utot ≤ m condition for configurations with
a too large average number of tasks.
(3) If the answer is positive, we test the considered schedulability algorithms for the generated task set. Then, we create a new set by
adding a new task to the old set, and return to the previous step.
(4) When the necessary condition for feasibility is not passed, it means
that no scheduling algorithm could possibly generate a valid schedule. In this case the task set is discarded, returning to the first
step.
This method allows to generate task sets with a progressively higher number
of elements, until the necessary condition for feasibility is violated.
The simulations have been performed for many different configurations,
varying the number of processors m and the mean task utilization σu .
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The schedulability tests that we will consider in our first round of simulations are the major existing sufficient test and the tests developed in
Chapters 2, 3 and 4. In detail, for the edf case, we will consider the following schedulability algorithms:
• the linear complexity test in [GFB01] in the modified version for
arbitrary deadline systems given by of Theorem 3.11 (GFB);
• the O(n3 ) test derived by Baker in [Bak05] and given by Theorem 3.15 (BAK);
• our first edf schedulability test in Theorem 2.4 (BCL EDF);
• the iterative test given by procedure SchedCheck(τ ) in Figure 4.5
when edf is used (I-BCL EDF).
Among schedulability tests for fp, we will instead compare the following
algorithms, assuming the Deadline Monotonic (dm) priority assignment is
used:
• the linear complexity test derived in Chapter 3 and given by the
density bound of Theorem 3.4 (DB);
• the O(n3 ) test derived by Baker in [TM07] and given by Theorem 3.4 (BC);
• our first fp test in Theorem 2.5 (BCL FP);
• the iterative test given by procedure SchedCheck(τ ) in Figure 4.5
for fixed priority systems (I-BCL FP).
For general work-conserving schedulers, we are not aware of any previously proposed schedulability test. We will therefore show only the behavior
of our tests given by Theorem 2.3 (BCL) and by procedure SchedCheck(τ )
when no useful information on the scheduler is available (I-BCL).
As a last term of comparison, we decided to compute as well the number
of task sets that pass the load-based sufficient feasibility test, derived by
Fisher and Baruah in [FB07, FB08], given by a pseudo-polynomial time
implementation of Theorem 2.2 (FB). Task systems passing this test are
feasible on a given multiprocessor platform, meaning that there exist at least
one scheduling algorithm that is able to meet every deadline. Remember
instead that BCL detects task sets that are schedulable with any (workconserving) scheduling algorithm, which is a stronger claim.
In the second round of simulations, we compared our pseudo-polynomial
schedulability test for edzl-scheduled systems given by procedure EDZLSchedCheck(τ )
in Figure 4.8 (and denoted with I-BCL EDZL), with the schedulability tests
that showed the best performance in the first round of experiments.
Finally, a third round of simulations will analyze the performances of
the pseudo-polynomial complexity tests developed in Chapter 5. We will
compare such tests with the polynomial complexity tests derived in Chapter 4, to see how many more schedulable task sets can be detected exploiting
the higher complexity of our response time analysis. We will denote the
RTA-based iterative schedulability tests described in Chapter 5 with RTA,
RTA EDF and RTA FP.
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3. Experimental results
The results are shown in the following histograms. Each line represents
the number of task sets proved schedulable by one specific test. The curves
are drawn connecting a series of points, each one representing the collection
of task sets that have total utilization in a range of 4% near the point. To
give an upper bound on the number of feasible task sets, we included a continuous curve labeled with TOT, representing the distribution of valid task
sets extracted, i.e. the number of generated task sets that meets the considered necessary condition for multiprocessor feasibility. In the histograms
dedicated to the schedulability tests for edf, we plotted the number of task
sets detected by GFB, BAK, BCL EDF and I-BCL EDF), while the histogram
dedicated to fp show the results for DB, BC, BCL FP and I-BCL FP. We
included in all histograms the curves of the two tests that are applicable to
any work-conserving scheduler (BCL and I-BCL), as well as the curves corresponding to the feasibility tests: the sufficient one (FB) and the necessary
one (TOT). To help the reader understanding the relative performances of
the various algorithms, keys are always ordered according to the total number of task sets detected by the corresponding test: tests with a lower key
position detect a lower number of task sets.
In the upper part of Figure 6.1, we show the case of edf-scheduled
task systems on m = 2 processors. As we can see, the test that gives the
best performances among edf-based schedulability tests is I-BCL EDF: it
significantly outperforms every existing schedulability test for edf. For utilizations higher than 0.5, I-BCL EDF detects more than twice the task sets
detected by GFB, which is in this case the best test among the existing ones.
BAK and BCL EDF have much lower performances, comparable to the performances of the general tests valid for any work-conserving scheduler (BCL
and I-BCL). Less than 1% of the generated task sets is found schedulable by
an existing algorithm for edf but not by I-BCL EDF. The huge gap between
I-BCL EDF and BCL EDF shows the power of the iterative approach that
at each round refines the estimation of the slack values. Note that, as we
anticipated in Chapter 2, BAK doesn’t dominate GFB when deadlines are
different from periods.
It is worth noting that I-BCL EDF detects almost as much task sets as
FB. However, remember that FB doesn’t assume edf is used, but gives just
a sufficient condition for the feasibility of a task set, not saying anything
about which algorithm to use. Even if it is a nice theoretical result, using
this test in real life turns out to be impractical, since no information is
given on which scheduler could produce a valid schedule for the given task
set. Nevertheless, using I-BCL EDF we can detect a comparable number of
schedulable task sets, knowing that edf can be used to schedule them.
The schedulability tests valid for any work-conserving scheduler (BCL
and I-BCL) have much lower performances. This is an obvious consequence
of the variety of scheduling algorithms for which these tests should be valid.
Since no particular information has been used in the derivation of these
general tests, the reduced number of schedulable task set detected is an
obvious outcome. Such tests are nevertheless a valid instrument that can be
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Figure 6.1. Experiment with 2 processors and σu = 0.25
for edf (above) and dm (below).
used for all those (work-conserving) schedulers for which no schedulability
algorithm is available.
In the lower part of Figure 6.1, we showed the histogram for the fp
case. When the dm priority assignment is used, the results of our iterative
procedure are even better than in the edf case, while the existing tests
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have a lower efficiency. I-BCL FP outperforms even FB, getting close to
the upper bound on the general feasibility condition represented by the
continuous curve. Considering the lower complexity of the fp version of
our iterative test, this is a very interesting result. The next best test is
BCL FP, which is much closer to the iterative version of the test than in
the edf case. This is due to the limitation Nround limit = 1 when a fixed
priority scheduler is used, as we explained in Section 4.3. Regarding other
tests, less than 0.5% of the generated task sets is found schedulable by an
existing algorithm for fp but not by I-BCL FP. BC has a fairly good behavior
but has a higher complexity (O(n3 ) instead of O(n2 )). The density-based
test (DB) developed in Chapter 3 has limited simulative performances; it
was mainly developed to prove the related density bound of (m + 1)/3 for
systems scheduled with dm-ds[ 13 ]. A test based on this latter bound would
have much better performances.
In Figure 6.2 we present the case with m = 4 processors. The situation
is more or less the same as before. The higher distance from the TOT curve
is motivated by the worse performances of edf and dm when the number
of processor increases, and doesn’t seem a weak point of our analysis. The
algorithms that suffer the most significant losses are GFB, BAK, FB and DB.
Further increasing the number of processors to m = 8 and m = 16, the
above results are magnified and our iterative algorithms are always the best
schedulability tests in their respective cases.
Increasing the mean utilization of the generated task sets to σu = 0.50,
we obtained the histograms in Figure 6.3. Again, it is possible to see that
the results are similar to the above cases. We also performed experiments
with σu = 0, 10: even if the shape of the curves slightly changes, the relative
ordering of the tests in terms of schedulability performances remains the
same.
The second round of simulations is dedicated to edzl-scheduled systems.
In Figure 6.4, we show the case with m = 2 processors and σu = 0.25. We
plotted as well the curves corresponding to I-BCL EDF and I-BCL FP, which
were the best performing tests in the edf and dm cases. The histogram
shows that our iterative test for edzl behaves better than the corresponding
iterative test for edf, but worse than the test for dm.
When the number of processor increases, the edzl test improves over the
other tests. In Figure 6.5, we show the case with m = 4 processors. While
the edf test is still the one with lowest performances, I-BCL EDZL has
slightly better performances than I-BCL EDZL. This advantage is magnified
when the number of processor further increase, as show in Figure 6.6 where
the case with m = 8 is depicted.
In the last round of simulations, we compared the pseudo-polynomial
RTA-based tests with the corresponding I-BCL tests, for both edf and dm.
In Figure 6.7, we show the case with m = 2. The RTA-based tests
outperform the corresponding iterative polynomial tests. However, for dm,
the difference between RTA FP and I-BCL FP in terms of schedulable task
sets detected is relatively small. When increasing the number of processors,
this behavior is maintained. This is shown in Figure 6.8, for the case with
m = 4 processors, and in Figure 6.9, for the case with m = 8 processors.
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Figure 6.2. Experiment with 4 processors and σu = 0.25
for edf (above) and dm (below).

As a side remark, note that since we are using the constrained deadline model, no scheduling algorithm can reach a schedulable utilization in
the number of processors. We included the continuous curve labeled with
TOT just to give an upper bound on the number of feasible task sets. This
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Figure 6.3. Experiment with 2 processors and σu = 0.50
for edf (above) and dm (below).
curve doesn’t represent the number of edf- of fp-schedulable task sets, neither it indicates how many task sets are feasible. It gives an indication on
how many generated task sets aren’t for sure infeasible – using techniques
from [BC06a], or the necessary condition Utot ≤ m – at the considered utilizations. If an exact feasibility test would exist, its curve would be below
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Figure 6.4. Experiment with 2 processors and σu = 0.25 for edzl.
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Figure 6.6. Experiment with 8 processors and σu = 0.25 for edzl.
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for edf and dm.
the TOT curve. Moreover, considering that edf isn’t optimal for multiprocessors, a hypothetical necessary and sufficient schedulability test for edf
would have an even lower curve.

4. CONCLUSION
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Figure 6.8. Experiment with 4 processors and σu = 0.25
for edf and dm.
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Figure 6.9. Experiment with 8 processors and σu = 0.25
for edf and dm.
4. Conclusion
The simulations presented in this chapter show that the schedulability
tests developed throughout this dissertation outperform all existing tests for
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sporadic real-time task systems globally scheduled on an identical multiprocessor platform. This is valid for both edf and fp scheduled task systems.
The results of the simulations suggest that for multiprocessor platforms
it may be convenient to use fixed priority scheduling instead of edf. Even if
a common opinion is that the absolute performances of edf are arguably better than the performances of fixed priority scheduling, we showed that the
superiority of fp relatively to the best existing schedulability test largely
compensates this disadvantage. Since real-time systems are interested in
finding a provable schedulability, and considering the easier implementation
of fp systems, a fixed priority scheduler can be preferable in many cases.
Moreover, since there is no particular reason in using the dm priority assignment in the multiprocessor case, an interesting task could be to explore
which priority assignment could further magnify the performances of the
novel schedulability tests here presented. We intend to analyze this issue
in future works, together with the analysis of more general scheduling algorithm, like hybrid or dynamic-job-priority schedulers, that are expected to
have a lower gap from the necessary condition upper bounded by the TOT
curve.

CHAPTER 7

Conclusions and Future Work
We hereafter briefly review the results achieved throughout this dissertation, suggesting some interesting related problem that has been left open
by our analysis.
1. Summary of Results
In this dissertation we tackled the problem of scheduling a Real-Time
task system on an identical multiprocessor platform. We reviewed all major
existing results in the scheduling analysis of such systems, showing the existing relations and using a homogenous notation. We believe that our work
represents a comprehensive survey that could help an interested reader in
understanding the state of the art in global multiprocessor scheduling for
hard real-time systems. The exposition of the related works has been integrated with examples, observations and considerations concerning feasibility,
schedulability, and optimality of the existing techniques. Particular attention has been dedicated in analyzing which are the principal open problems
in this field.
We then presented new solutions addressing the schedulability problem
of globally scheduled periodic and sporadic task systems. The density-based
tests presented in Chapter 3 represent an improvement over previously proposed schedulability bounds for fixed priority systems. The density-based
bound we derived for the Deadline Monotonic priority assignment has a
mainly theoretical value. Using this result, we have been able to derive
density and utilization bounds for dm-ds[1/3] and rm-us[1/3] priority assignments, that are the tightest known bounds in the class of fixed priority
scheduling algorithms. This allows to update the corresponding entries in
Table 1, inserting the tighter density and utilization bounds derived with
our analysis.
Extending the analysis beyond fixed priority task systems, we presented
in Chapter 4 a new technique to check the schedulability of work-conserving
global schedulers. We applied this technique to well-known algorithms like
edf, fp and edzl. As proved in the simulations contained in the last part
of this dissertation, the performances of the proposed iterative schedulability tests allow to detect a significantly higher number of schedulable task
sets among a randomly generated testing set, with respect to all existing
tests. This result is achieved at an acceptable computational complexity.
We proposed strategies to reduce the complexity of the iterative tests to a
polynomial size in the number of tasks.
By paying a higher computational effort, we then proposed tighter schedulability conditions in Chapter 5, devising new strategies to adapt the
113
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Deadline model
Priority

Implicit

Constrained

Arbitrary

rm-us[ 31 ]
dm-ds[ 13 ]
???
m+1
Utot ≤ 3
λtot ≤ m+1
3
edf-us[1/2] edf-ds[1/2] edf-ds[1/2]
Job-level dynamic
Utot ≤ m+1
λtot ≤ m+1
λtot ≤ m+1
2
2
2
(tight)
(tight)
(tight)
Pfair
GPS
GPS
Unrestricted dynamic
Utot ≤ m
λtot ≤ m
λtot ≤ m
(nec. & suff.)
Table 1. Tightest density and utilization bounds for globally scheduled multiprocessor systems.
Static

uniprocessor Response Time Analysis to multiprocessor systems. The outcome of this analysis has been a set of sufficient pseudo-polynomial schedulability tests for globally scheduled multiprocessor systems. These tests
allowed to further increase the number of schedulable task sets detected in
our randomized simulations, with respect to the polynomial-time iterative
tests of Chapter 4. A somewhat surprising result we observed in our experiments for both kinds of techniques is that the number of fp-schedulable
task sets detected by our algorithms is significantly higher than the number of edf-schedulable task sets detected by the corresponding algorithms,
for various different system configurations. Anyway, this doesn’t allow to
conclude that “fp is better than edf” as a global scheduler, but just that
the best known test for fp has better performances than the best known
test for edf. Even if we contributed to significantly increase the number
of schedulable task sets that can be detected at a reasonable computational
effort, we still don’t know how big is the gap from a hypothetical necessary
and sufficient schedulability condition.
Since the provable superiority of edf in the uniprocessor case cannot
be generalized to multiprocessor systems, there is no known reason why
edf should be used for non-partitioned approaches1. A simpler fixed priority scheduler could have similar schedulability performances at a lower
implementation cost. Moreover, it is widely known that Real-Time system
developers are interested in high scheduling performances at least as much
as they are interested in predicting if a deadline will be missed with such
schedulers. Therefore, using an allegedly better scheduling algorithm that
doesn’t come with a good schedulability test is probably worse than relying
on a simple fixed priority scheduler that can take advantage of a good test.
Using a fp scheduler in combination with our I-BCL FP and RTA FP schedulability algorithms seems then a good solution for guaranteeing the hard
real-time constraints of a given application.

1For partitioned systems the optimality of edf as a local scheduler continues to be

valid.
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There are a number of issues related to the analysis conducted in this
document, that we plan to investigate in future works. We briefly cite
someone of them.
When a fixed priority scheduler is used, a first open question is which
priority assignment allows to schedule the highest number of task sets among
a randomized distribution. In our experiments we used Deadline Monotonic
dm. It would be interesting to explore which priority assignment could further magnify the performances of the I-BCL FP and RTA FP schedulability
tests. For example, an option could be to single out the heaviest tasks assigning them higher priorities and scheduling the light tasks with dm, in
the model of the dm-ds[λth ] algorithm. In this way, tasks having tighter
timely requirements can execute at a privileged level, without being interfered by the other tasks. We intend to analyze this issue in future works,
together with the analysis of more general scheduling algorithms, like hybrid
or dynamic-job-priority schedulers, that are expected to have a lower gap
from a necessary and sufficient feasibility condition.
Another factor that we intend to include into our analysis is the blocking
time due to the exclusive access to shared resources. Thanks to the intuitive
form of the slack-based tests we presented, we believe that an extension of
our tests to account as well for the blocking times can be easily derived for
some simple shared resource protocol. A joint development of new efficient
protocols for the arbitration of the access to exclusive resources, together
with a proper schedulability analysis in the model of the iterative algorithms
we proposed in the present work, is one of the most promising topics that
we intend to address in the next years.
A probably simpler problem is related to the extension of our techniques
to the more general post-period deadline model. Since in the derivation of
our main formulae we assumed pre-period deadlines, the generalization to
arbitrary deadline systems is not immediately applicable. However, we already developed interesting strategies that can solve this problem. Basically,
we need to take into account as well the interference due to previously released jobs of the same task. This contribution, called precedence-blocking,
adds to the total interference a task can be subjected to. A first simple solution to deal with this problem could be to replace the considered deadlinebased problem window with a ∆-based problem window, in which there is
no precedence blocking, since ∆ is taken as the minimum between the task
deadline and period. For a task with a deadline greater than the period, the
problem window ending with the first missed deadline has a length equal to
the task period. It therefore doesn’t include any previously released job, so
that the precedence blocking in such window is null. We are also developing
a smarter solution that considers deadline-based problem windows, using
an upper bound on the precedence blocking a task can suffer. In the first
simulations we ran, it appears that the second approach has significantly
better performances.
As a last remark, we would like to observe that further improvements
on our schedulability analysis are possible. One of the potential drawbacks
of the approach we followed consists in assuming all tasks being always
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maximally interfered. This is an overly pessimistic assumption that we
introduced to simplify the final test. We have ideas on how to refine the
estimation of the relative interferences among the various tasks, increasing
the complexity of the schedulability tests. Anyway, we believe that the
polynomial and pseudo-polynomial complexity algorithms we proposed in
this dissertation are a good compromise between the number of schedulable
task sets detected and the overall computational cost.
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